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Chapter 1

Introduction

For a particular dataset, any object that deviates considerably from the remaining data is

called an anomaly. Anomaly detection studies the detection of anomalous objects through

methods, models, and algorithms based on data [34]. Depending on the availability of la-

beled data, it could be considered to solve an anomaly detection problem with supervised,

semi-supervised, or unsupervised learning. However, having labeled datasets for anomaly

detection problems could be very challenging in real-world scenarios, especially when the

volume of data becomes larger and larger, which is occurring in this new era of big data.

Therefore, unsupervised anomaly detection problems have obtained more attention from

studies. One of the most powerful algorithms for unsupervised anomaly detection is au-

toencoder, which is a neural network with two components - an encoder and a decoder

block which are symmetric about a latent layer. While the encoder component compresses

an input in the latent space, the decoder tries to reconstruct that compressed data. The

di�erence between the input and its reconstruction de�nes reconstruction error, which is

the key to identifying anomalies in the data. In recent years, the approach to leveraging

the strength of various models to generate a more robust model, which is known as the

ensemble method, has been explored widely for anomaly detection problems. The most

remarkable architectures are independent autoencoder ensembles, which combine multiple

autoencoder models in many di�erent ways. However, these architectures tend to produce

similar base learners. As a low variance between components, it may not obtain more

signi�cant improvements than using an individual autoencoder. To address the problem

of variance, we propose various sequential autoencoder ensemble techniques, which are

sequential autoencoder ensemble (SAE), full sequential autoencoder ensemble (FSAE), and

synchronizing sequential autoencoder ensemble (SSAE). The main point is that prediction

errors of previous submodels participate directly or indirectly in correcting errors of the

next one. Thus, our techniques can generate autoencoder models with highly di�erent

results. This diversity between submodels allows them to learn various aspects of the un-

derlying patterns [14] and support each other to boost the robustness of their ensemble.

1



2 CHAPTER 1. INTRODUCTION

The thesis aims to evaluate those proposed techniques by implementing di�erent experi-

ments using nine datasets. The remainder of this work is organized as follows:

� Section 2 explains concepts related to anomaly detection problems. In this section,

we also study the autoencoder model in the context of unsupervised outlier detec-

tion. The last parts discuss ensemble methods as well as the evaluation of anomaly

detection models.

� Section 3 discusses our proposed sequential autoencoder ensemble techniques. In this

section, we explain the architecture and algorithm of every variant.

� Section 4 presents experiments conducted in this work and our evaluations of the

performance of di�erent models.

� Section 5 briefs the conclusions and suggests some future work.



Chapter 2

Related Work

Anomaly detection (also known as outlier detection) refers to the process of �nding objects

of a given data that behave very di�erently from expectation. A common way to decide

whether an anomaly detection problem should be solved with supervised, semi-supervised

or unsupervised learning is based on the extent of availability of labeled data. In real-

world scenarios, having labeled datasets for anomaly detection problems could be very

challenging, especially when the data size becomes larger. Hence, most researchers have

paid special attention to unsupervised anomaly detection problems. Autoencoder has

become one of the most powerful algorithms for unsupervised anomaly detection. Besides,

recent works have focused on the approach to leveraging the strength of multiple models

to create a more robust model, which is known as an ensemble, for detecting outliers. In

this chapter, we study anomaly detection techniques as well as the autoencoder model

in the context of unsupervised outlier detection. Moreover, we will also discuss ensemble

methods and evaluation of anomaly detection models.

2.1 Anomaly Detection

2.1.1 Anomalies

For a given dataset, any object that deviates considerably from the rest of the objects

is called an anomaly. In the context of anomaly detection, anomalies and outliers are

the most commonly used terms. Figure 2.1 demonstrates anomalies in a two-dimensional

dataset, inspired by [11]. Most data objects concentrate in the areas N1 and N2, and they

are normal points that follow a general tendency of the major. However, data points a1,

a2, and some points in the region A3 are signi�cantly di�erent as they do not share a

similar behavior with those in the areas N1 and N2. Therefore, these data objects can be

considered anomalies.

3
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Figure 2.1: An example of anomalies in a two-dimensional dataset

2.1.2 Anomaly Detection Problem

Anomaly detection studies the detection of anomalous objects through methods, models,

and algorithms based on data [34]. Most of the anomaly detection techniques deal with a

particular formulation of the problem [11], which is de�ned by various features such as the

nature of the input data, the extent of availability of labeled data, the output of anomaly

detection and so on. We will discuss some aspects of an anomaly detection problem.

a. Nature of Input Data

Input data is a collection of observations (also referred to as object, record, point, vector,

sample, instance, or entity [11]) regarding a speci�c domain. The nature of input data

plays a key role in determining which anomaly detection technique should be used to solve

the problem. For instance, for statistical methods, continuous and categorical data require

normally di�erent statistical models. For nearest-neighbor-based methods, which measure

should be used to identify the distance between clusters depends on the type of input data.

With complex data types such as images, video, audio, text, graphs, multivariate time se-

ries, and biological sequences [34], classic approaches for anomaly detection problems like

Principal Component Analysis, Support Vector Machine, Nearest Neighbor Algorithms,

and so on are rarely taken into account. Since a meaningful representation of the data is

important for the success of detecting outliers in complex and high-dimensional data [34],

[7], deep learning has proved its ability to handle such data types.
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b. Data Labels

In terms of anomaly detection, labels of data objects indicate whether an observation

is normal or abnormal. The availability of labeled datasets used for anomaly detection

problems is usually a major challenge in reality. For instance, in areas where catastrophic

events would be anomalous observations that should be detected, it is mainly not possible

to get labeled datasets for training models. In many other cases, having accurately labeled

datasets is really expensive and time-consuming, since labeling data objects in a speci�c

�eld is normally done by human experts in that domain [11]. Therefore, besides various

approaches to categorizing anomaly detection problems, the available extent of data labels

is a standard and most commonly used way to divide the former into supervised, semi-

supervised, and unsupervised learning.

� Supervised Anomaly Detection: An outlier detection problem can be accessed

with supervised learning when a dataset used for training a model is completely

labeled [34]. In this case, the entire observations in a given dataset have been denoted

as normal or anomalous, and thus this learning problem is typically solved with

supervised binary classi�cation. The model will learn to determine whether a data

point belongs to normal or abnormal classes. One signi�cant aspect to makes the

supervised anomaly detection vary from normal classi�cation tasks is the imbalance

in classes. As outliers are often very rare in a dataset, the distribution between

the normal and abnormal classes will be very skewed, and hence the optimization

of classi�cation accuracy may not be meaningful [3]. Another considerable issue

is that a given labeled dataset may not capture fully all types of anomalies during

annotation [22]. It leads to the limitation in detecting unknown anomaly types of the

supervised model. Because of some related issues and possible high costs involving

labeling data, the supervised anomaly detection is the most uncommon approach in

practice.

� Semi-supervised Anomaly Detection: Semi-supervised methods for anomaly

detection tackle such scenarios that only a few objects in a dataset are labeled,

whereas the remaining is unlabeled [21]. Since labeling might require domain experts,

obtaining a completely labeled dataset may take a high cost and time, especially

when the data size increases. Also, abnormal observations are infrequent in many

�elds and may be di�cult to be labeled. Therefore, it is more common to solve

anomaly detection problems with semi-supervised methods than supervised ones.

For instance, a typical approach in semi-supervised techniques is to train a model for

normal data objects, when some labeled ones are available. The model trained with

normal data points is used to detect anomalies in the test dataset by classifying the

objects not �tting the former as outliers [21]. However, a model for detecting anomaly

trained on a dataset with only few labeled abnormal objects performs mainly just a
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little accuracy as these some outliers may not represent all the possible anomalous

types. Thus, the most priority solution is to solve anomaly detection problems with

unsupervised methods.

� Unsupervised Anomaly Detection: An anomaly detection problem should be

approached with unsupervised methods in case only unlabeled data is available for

training a model [34]. Unsupervised anomaly detection techniques have been the

most widely used approach since they do not require knowledge about data labels,

which is really di�cult to ful�ll in real-world scenarios. Instead of learning from a

given labeled dataset to classify new data points, an unsupervised model expects

that most objects will share some similar patterns while anomalies are far away in

feature space from the majority, and thus they become detectable through deviations

from the model [21], [34]. Nevertheless, this assumption is not always correct. For

instance, normal observations in a dataset may be distributed diversely and hence

do not follow strong patterns. Generally, unsupervised methods are dynamic as they

depend mostly on the nature of training datasets. In recent years, many unsuper-

vised techniques have been proposed to deal with the fact that data are becoming

larger, more complex, and high dimensional. The recently explored methods can

be categorized into shallow and deep neural network methods, in which the former

tends to carry better interpretability, whereas the latter can be good at tackling

large, high-dimensional data [22].

c. Output of Anomaly Detection Methods

Another property regarding anomaly detection problems that should be considered is how

a trained model reports possible outliers. Generally, the outputs of anomaly detection

methods can be labels or score types [11].

� Labels: The outputs generated by supervised will be classi�ed as normal or abnormal

objects. Although this type makes a clear conclusion about the anomaly of each data

point, it limits experts' abilities to re-evaluate and give a suitable choice regarding

outliers in a speci�c dataset. This point could be crucial in many domains where the

boundary between normal and abnormal data is unclear or the tolerance to accept a

possible outlier as a normal object can be adjusted �exibly.

� Scores: Usually, semi-supervised and unsupervised anomaly detection methods re-

turn the outputs as a list of anomaly scores. In particular, the former assesses an

anomaly score for each data object based on the extent it is considered an outlier [11].

Having a ranked list of anomalies gives domain experts more �exibility to �nalize the

outliers of the dataset. They can decide to analyze the top few anomalies or apply a

speci�c threshold for selecting the most relevant anomalies. Scoring-based anomaly
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detection methods play a role as supporters for domain experts to make their �nal

decisions about anomalies in a dataset. Evaluations of domain experts may be very

important in anomaly detection problems because of their sensibility.

2.2 Autoencoders

The study [35] has �rst introduced Autoencoders as a neural network for reconstructing

an input by learning in an unsupervised manner a meaningful representation of the data

[6]. Originally, autoencoders were used for dimensionality reduction or feature extrac-

tion [26]. Recent researches have shown that autoencoders have signi�cant capability for

unsupervised anomaly detection.

2.2.1 Overview of the structure

An Autoencoder is a neural network trained to reconstruct its input to its output. Instead

of attempting to copy its input perfectly, the autoencoder learns valuable properties of

the training data because of being forced to prioritize which aspects of the former should

be copied [20]. The general structure of an autoencoder comprises two components - an

encoder and a decoder network which are symmetric about a latent layer. A latent layer

or latent space is a single layer of neurons that represent the reduced representation [14].

The encoder and decoder blocks of a simple autoencoder can be de�ned in equations below

[4], [13]:

h = σ(Wxhx+ bxh) (2.1)

z = σ(Whxh+ bhx) (2.2)

L(x, z) (2.3)

Where sigma is the non-linear activation function, and W and b are the weight and

bias parameters of the neural network.

To obtain useful features, the encoder component in equation (2.1) constrains the inter-

nal representation h to have a smaller dimension than input vector x through non-linear

transformation via an activation function [13]. On the opposite, the decoder in equation

(2.2) tries to revert the original input with the same transformations in the encoder. The

learning process attempts to minimize the loss function, as in the expression (2.3), which

penalizing the reconstructed output z for being dissimilar from x [20]. This loss demon-

strates the reconstruction error whose value is the base for detecting anomaly of data.

Data points with a substantial di�erence from the majority will have higher reconstruction

error.
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2.2.2 Parameters of Autoencoders

Obtaining an outperformed Autoencoder requires the �ne-tuning of various architectural

features and hyper-parameters. Below are some decision criteria and parameter selection

decisions that should be taken into account.

� Layers: The layers of an autoencoder are divided into the encoder and decoder blocks

and regulate the depth of the network. The more the non-linearity and complexity

in the data, the higher should be the number of layers to extract the important

representations from such data [36]. However, deeper networks are more di�cult to

train. Hence, a good trade-o� between modelling capability and training challenges

should be considered.

� Latent Space: A latent space contains the compressed representation and is the

most crucial hyperparameter for tuning autoencoders. The latent layer limits the

information passed through from the encoder and prevents therefore the network

from memorizing the input and over�tting on the data [5]. Hence, the smaller the

latent size, the lower the probability of over�tting issues. But it would lead to a

slipping out of important information in the data.

� Activation Function: In arti�cial neural networks activation function is used to

transfer an input signal of a node to an output signal which in turn is fed as input

to the next layer in the stack [38]. Activation functions are very important as they

de�ne how successfully a model learns from the data. In most cases, the activation

functions for hidden and input layers are various from that of the output layer.

� Loss Function: The loss function computes the di�erence between the expected and

the predicted output of a neural network. A neural network's prediction accuracy can

improve signi�cantly with better loss functions, even when the network architecture

does not change [44]. The mean square error (MSE) is the most common loss function

in deep learning and has shown its' outweighed e�ciency in our experiments. For a

dataset D with n data points, the mean square error is de�ned as:

MSE =
1

n
·

n∑
j=1

(yj − ŷj)
2 (2.4)

where yj is a data point in D and ŷj is its' predicted value.

� Batch-size: The batch size, which is the number of samples used in every epoch

to train a network [29], is one of the main hyperparameters that need to be tuned.

While using a large batch may result in a degradation in the quality of the model

[30], too small batches may take a long time to converge. It is common to use a

batch size of 32-512 samples in general practice [30].
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� Epochs: The quantity of epochs de�nes the number of times that a model works

through the entire training dataset [10]. There is no limitation about the number

of epochs, but an epoch of hundreds or thousands is commonly used in practice. A

large epoch allows a model to learn till the error from the model has been su�ciently

decreased, although it also requires more computational cost and is not always in

direct ratio to the quality of the model.

� Dropout Regularization: Dropout, which is a technique for addressing over�tting

and combining exponentially many di�erent neural network architectures e�ciently

[39], is only applied during training time. By dropping randomly some nodes out

from the given layer, the neural network is sampled to a thinned one. The probability

of eliminating a node in a particular layer is a hyperparameter need to optimize.

2.2.3 Anomaly Detection with Autoencoders

In order to reconstruct an input, an autoencoder compresses the former at �rst in the

encoder layers before reproducing it in the decoder layers. The unperfect mapping input to

output of the autoencoder leads to the di�erence between the input and its reconstruction,

which de�nes reconstruction error, the key to identifying anomalies in the data. Since

autoencoders learn to reconstruct data based on the distribution of the majority of data

[13], data points that di�er signi�cantly from the bulk have higher reconstruction errors.

Any data point with the reconstruction error exceeding a certain threshold is labeled as

an outlier.

2.3 Ensemble Methods

The idea of training a set of di�erent models separately and then combining them in

some way to vote on the predictions of new data points in supervised and unsupervised

learning problems is known as ensemble methods. These methods leverage the strength

of a committee of learning models to obtain more accurate predictions. In the literature,

ensemble learning has been explored widely and attained more and more attention from

researchers in recent years.

2.3.1 Overview of Ensemble Methods

Di�erent models trained on the same dataset or �tting various partitions of a dataset on a

model architecture may lead to varying performance since each one might learn a certain

aspect of the data. Therefore, an ensemble combining the strength of various base learners

is often much more robust than the individual models included. To construct a good

ensemble, each base learner should be accurate and diverse [24]. The accuracy means each

base learner has an error rate better than random guessing on new data, while the diversity
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ensures all models will not make the same errors on the test examples [17]. Training an

ensemble contains two steps: creating a set of base models from the training data, and

then combining them to get the �nal composite predictor [25]. In the literature, many

di�erent variants of the ensemble have been proposed. There are some popular methods

in supervised and unsupervised learning as follows:

� In Supervised Learning: The most well-known ensemble methods are bagging,

boosting, and stacking.

� Bagging: Bagging (short for Bootstrap aggregating) is a method that pro-

duces several versions of a model by training them with di�erent datasets con-

structed from an original dataset and then uses these variants to form an ag-

gregated predictor [9]. For instance, to train an ensemble of K base models,

bagging constructs at �rst K di�erent training sets by sampling randomly with

replacement from the original training set. That means each assembled set

has some missing examples replaced by duplicating the others in the original

dataset. Then, by �tting diverse constructed training sets on a particular model,

bagging generates multiple learning versions. The aggregated result is obtained

by averaging over the base models when the outcome is numerical or voting for

a plurality in case the outcome is a class

� Boosting: Boosting [19] is one of the most powerful ensemble methods which

combines many weak learners, whose error rate is only slightly better than ran-

dom guessing, to generate a robust predictor. Like bagging, boosting manipu-

lates an original dataset to generate multiple base learners, but in a di�erent

way. Instead of sampling independently training sets from the original dataset

as bagging, boosting modi�es the training set by applying weights to each of the

training examples. For instance, to train an ensemble of K base learners, the Ad-

aBoost algorithm, developed by Freund and Schapire [19], sets weights wi = 1/n

to all training observations at initialization, where n is the number of observa-

tions. For each iteration k = 2, 3, ...,K, the previous base learner contributes

to the modi�cation of observation weights in the next iteration. Generally,

boosting algorithms work by training sequentially a weak learner with modi�ed

versions of the training data, therefore generating a sequence of weak models.

The �nal prediction is a combination of the entire weak learners' predictions

in some way. There are some popular algorithms using boosting strategy like

AdaBoost (Adaptive Boosting), XGBoost (Extreme Gradient Boosting), and

Gradient Boosting.

� Stacking: Stacking can be used as a technique for not only combining learning

models but also improving a single algorithm [43]. In the context of ensemble

methods, stacking attempts to �nd the best combination of predictions made by
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base models concerning a training dataset. Unlike bagging, in stacking, the base

learners are typically various but trained on the same dataset. The predictions

of the whole base learners can be cast as inputs in the next step, training a

meta-model that learns how to combine these inputs to make a better prediction.

Although a meta-model can use any learning method, it is common to use linear

regression for regression problems and logistic regression for classi�cation tasks.

� In Unsupervised Learning: Ensemble methods have become increasingly popular

in unsupervised learning in recent years. Unlike in supervised learning, an unsuper-

vised ensemble obtains the predictions from base models with unknown reliability,

because they are trained on a dataset of unlabeled examples. The possible con�ict of

base learners' predictions has made the step of combining their results more di�cult

and �exible according to each speci�c problem. One popular unsupervised ensemble

method has been proposed by Dawid and Skene [16], which assumes that all classi�ers

are conditionally independent. They proposed to estimate the accuracy of classi�ers

by the Expectation-Maximization algorithm, which only ensures the convergence to

a local optimum [37]. There are still some limitations in the model of Dawid and

Skene. Firstly, the assumption of perfect diversity between classi�ers is commonly

unrealistic in real-world scenarios. Secondly, the assumption of all instances' equality

leads to each classi�er has the same probability of error [28]. Despite its limitations,

the model of Dawid and Skene is still considered a pioneer in unsupervised ensemble

learning and motivated the further research such as [33], [40], [18], [32].

Overall, the term ensemble method can be generalized as any approach which combines the

outcomes of either independent or dependent executions of machine learning algorithms

[2] and hence can be categorized by component independence as below:

� Independent Ensemble Learning: An ensemble is considered independent when

its base learners are trained independently. That means the execution of a particular

base model does not depend on the result of the other in the ensemble. No matter

how the components of an ensemble are built, they can be trained by using di�erent

algorithms or �tting a model with various variants of a dataset, the prediction of one

base learner does not a�ect that of the other. There is no regulation in determining

the �nal prediction of an independent ensemble. It could simply choose one of the

base models' predictions or be a combination of the whole predictions in some way.

Bagging and stacking algorithms are a few of many classi�cation ensembles whose

components are independent of each other.

� Sequential Ensemble Learning: A sequential ensemble contains multiple base

learners that depend on one another. The idea is that the outcome of one or many

previous base models has an e�ect on the next one to some extent. With this ap-
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proach, one base model is expected to improve accuracy by learning the experiences

of its predecessors. Similar to the independent ensemble method, the �nal prediction

of a sequential ensemble can be inferred in di�erent ways such as using the outcome

of the last base model or combining the results of all base learners. Boosting can

be categorized as sequential ensemble learning because the execution of a particular

base model depends on the outcome of previous ones [2].

2.3.2 Anomaly Detection with Independent Autoencoder Ensemble

Whether anomaly detection should be approached by supervised, semi-supervised or un-

supervised learning depends on the availability of labels about the anomalousness of data

points in a training set. In practice, it becomes more di�cult to get labeled datasets as

data size continues to increase. Therefore, unsupervised outlier detection has received more

attention from studies. Autoencoder is considered an outstanding approach for anomaly

detection because of the ability to generate a reduced representation of the data [14].

Speci�cally, outliers are not normally represented as accurately as normal points in a re-

duced representation. As a result, the reconstruction error of anomalous points will be

larger than that of the other. Besides tremendous performance, there are some limitations

to using an autoencoder model for outlier detection. Since a given autoencoder model may

learn to perform well on a particular dataset, but may not behave well on others. It may

also happen that just by a slight adjustment in the size of the latent layer, a given autoen-

coder will learn other aspects of a given dataset and thus make di�erent reconstruction

errors. Hence, it could be optimistic to assess a point as an outlier base on the outcome

of an individual model only. Recent works have proposed autoencoder ensemble methods

to increase the robustness of learning models while decreasing the bias of the underlying

models as well as the variance of the resulting model [12], [8]. An autoencoder ensemble

is just an ensemble, in which all base learners are various autoencoder models. When

all autoencoders in an ensemble are independent, that means the result of one model is

not a�ected by that of the other, the ensemble is independent. With an independent au-

toencoder ensemble for anomaly detection, base learners are expected to capture di�erent

parts of the patterns in a given dataset and thus obtain diverse reconstruction errors. Each

point in the dataset is scored with a reconstruction error by an autoencoder model in the

independent ensemble. Therefore, the �nal reconstruction error of each data point is ag-

gregated from its entire scores gained from every autoencoder model in the ensemble in

some way. The most commonly used techniques are to take the maximum or the average

of the whole reconstruction errors of each point. A data point is de�ned as an outlier when

its �nal reconstruction error surpasses a certain threshold, which can be manually decided

or computed by di�erent methods.
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2.4 Evaluation of Anomaly Detection Methods

How to evaluate the result of an unsupervised data mining task is generally a di�cult

question. It is even harder for evaluation of anomaly detection models. As they are not

partitioning but ranking the data [45], how to appropriately assess the outliers' rankings

and scores is still problematic. We will brie�y explain two common methods used for

evaluating outlier detection models in the literature, although some limitations related to

them still exist [46].

2.4.1 Precision at k

The �rst method is precision@k, which indicates the proportion of points in the top k results

ranked as outliers in a dataset is actually abnormal. For instance, a dataset contains 50

points and we expect to have 5 outliers included. Based on the predictions of a trained

model, top k = 5 points are ranked as outliers, in which only 2 among them are actually

abnormal. Then the precision@5 should be 2/5. This approach is problematic because

most datasets used for anomaly detection problems are naturally highly imbalanced, that

have very few outliers and numerous inliers. It can frequently happen that precision@k

is equal to zero as these few actual outliers are not in the top k data objects ranked as

outliers. Moreover, the value of precision@k also depends on the parameter k, which needs

to be set up appropriately for each dataset. Another aspect is that precision@k measures

the ranking quality concerning only top k results, not in relation to the whole dataset.

2.4.2 ROC curve and ROC AUC Analysis

The more advanced and widely used measure in evaluating anomaly detection models is

based on receiver operating characteristic (ROC) curves. ROC curves indicate the trade-o�

between the true positive rate (TPR) and the false positive rate (FPR). For the outlier

detection problem, a ROC curve visualizes the trade-o� between the proportion at which

the model can accurately recognize anomalous points against the proportion at which it

mislabels normal points as outliers for various portions of the test dataset [21]. As it

is hard to evaluate the plot, the resulting monotone curve is turned into a measure by

computing the area under this curve (AUC) [46]. Thus, to evaluate the accuracy of a

model, we can measure the area under the resulting monotone curve. It is allowed to

display some results in a single plot and compare them numerically. If which ROC curve is

closer to the diagonal line, then its corresponding model is less accurate. The diagonal line

represents the random guessing, for which both true positive rate and false positive rate

will grow simultaneously and therefore the area under the curve derived from a random

result will approximately take up half of the space. The area under a certain ROC curve

will completely �ll the entire available space when the corresponding model of the ROC
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curve is perfectly accurate. That means the model detects correctly all outliers �rst and

only then ranks inliers. In this case, the ROC AUC value obtains the maximum at 1.0.

Basically, we can consider the ROC AUC value as the probability that a pair of outlier and

inlier randomly selected will be correctly sorted with the outlier ranked before the inlier

[23]. Figure 2.2 shows how ROC curves are plotted in a diagram as well as a detail explain

of related aspects. The ROC curves of three di�erent models are illustrated in the plot, in

which the model corresponds to the blue curve is the best one, whereas that of the orange

curve is the worst.

Figure 2.2: A diagram representing the ROC plot. [41]

In general, ROC curves and ROC AUC analysis have become the most popular method

for evaluating the performance of anomaly detection models because of the ability to solve

the class imbalance issue by using the relative frequencies. Moreover, it is really easy to

visualize and compare the accuracy of one or several models as we can plot the ROC curves

of di�erent models trained on the same dataset on a single �gure. From the plot, we can

conclude about the performance of the models.



Chapter 3

Methodology

This chapter focuses on various variants of the sequential autoencoder ensemble imple-

mented in this research. We will dig deep into their architectures as well as the approach

to combining the scores from the base learners.

3.1 Sequential Autoencoder Ensemble

According to [2], anomaly detection ensembles can be approached in two ways, independent

and sequential ensembles. Independent ensembles are to combine the strength of di�erent

independent base learners included together in order to obtain more robust models. On

the other hand, sequential ensembles use the outputs of previous base learners to train the

next model. It can mean training models to correct perceived errors of the previous ones

[?]. Independent ensembles have recognized a more common exploration than sequential

variants, in which RandNet [14] is one of the most remarkable architectures. However,

to achieve a good performance, independent ensembles require a high variance between

components, which ensures their base learners are able to capture di�erent aspects of the

underlying patterns [14] and support for each other to enhance the robustness of ensembles.

Meanwhile, the former tend to produce similar base learners. As a result of the lack of

diversity between base learners, their combination will not always outperform the best

individual base learner [15]. To address the problem of variance, we suggest a sequential

autoencoder ensemble, that can generate autoencoder models with highly di�erent results

as the prediction error of the previous model is used to correct the error of the next model.

The �nal result of an ensemble is either a combination of that of the entire base learners, or

only the last model [2]. The �nal prediction error of our sequential autoencoder ensemble

is the average of that of the whole models included.

Figure 3.1 provides the architecture of the sequential autoencoder ensemble used in the

research, that contains k autoencoder models as base learners. Given a dataset D(n,m)

with n data points and m features, on which the �rst base model is trained. Mean square

15
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of di�erence between an input and its reconstruction is called reconstruction error, which

will be added as a feature to the original dataset D(n,m) before training the next model.

This process iterates till k base learners are trained completely. In general, except for the

�rst iteration using the dataset with m features, the remaining use the extended dataset

with m + 1 features. The sequential autoencoder ensemble contains autoencoder models

as base learners, which try to reconstruct their inputs. Therefore, we receive the output

D
′
(n,m), when �tting the original dataset D(n,m) to the �rst model, and the output

D
′
(n,m+ 1) by training the rest of base learners with the extended dataset D(n,m+ 1).

The reconstruction error of each base detector is de�ned as below:

E1 = MSE
(
D(n,m), D

′
(n,m)

)
(3.1)

Ei = MSE
(
D(n,m+ 1), D

′
(n,m+ 1)

)
with i = 2, ..., k (3.2)

Figure 3.1: The architecture of sequential autoencoder ensemble used in the experiments

Algorithm 3.1 provides a detailed framework of our sequential autoencoder ensemble.

The algorithm receives the training dataset D(n,m), the testing dataset T (l,m), and the

number of base detectors k as parameters. O is initialized as an empty set, which will

contain reconstruction errors of each base detector concerning the testing dataset. In each

iteration, we �rst train an autoencoder using the training data. Then, the autoencoder

tries to reconstruct the training data. By calculating mean square error between training

data and its reconstruction, we obtain the reconstruction error Ei, which will be added

to the original dataset D(n,m) as a feature before assigning it to the training data used

for the next iteration. Similarly, we use the autoencoder to reconstruct the test data. Its

reconstruction, test reconstruction, is saved into the set O and is used as a feature added
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to the original testing dataset T (l,m) to generate the extended test data for the next

iteration. After training k-base learners, by averaging the entire elements in the set O, we

obtain the reconstruction error of the sequential autoencoder ensemble, which will be used

to calculate the AUC score and is the base to identify outlier by applying a threshold on

it.

Input: Dataset D(n,m), Test set T(l, m), number of base learners k

1: procedure SequentialEnsemble(D(n,m), T (l,m), k)

2: O ← {}
3: training data ← D(n,m)

4: test data ← T (l,m)

5: for i← 1, k do

6: autoencoder ← training model(training data)

7: training reconstruction ← autoencoder.predict(training data)

8: Ei ← mean square error(training data, training reconstruction)

9: training data ← D(n,m) ∪ Ei

10: test reconstruction ← autoencoder.predict(test data)

11: Oi ← mean square error(test data, test reconstruction)

12: O ← O ∪Oi

13: test data ← T (l,m) ∪Oi

14: end for

15: reconstruction error of sequential ensemble ← the average of elements in O

16: return reconstruction error of sequential ensemble

17: end procedure

Algorithm 3.1: Sequential Autoencoder Ensemble Algorithm

3.2 Full Sequential Autoencoder Ensemble

From the idea of the sequential autoencoder ensemble proposed above, we develop another

variant called full sequential autoencoder ensemble, in which all previous base learners

support adjusting the next one. While the former uses the prediction error of the last

trained detector as a feature added to the original dataset, the latter utilizes the prediction

errors of all previously trained learners for the next iteration. Similar to the sequential

autoencoder ensemble, the average of the entire base learners' prediction errors de�nes the

�nal prediction error of the full sequential autoencoder ensemble.

Figure 3.2 illustrates the architecture of the full sequential autoencoder ensemble with k

autoencoder models as base detectors. By training the �rst base model with a dataset

D(n,m), we �gure out the reconstruction error E1, which will be assigned to D(n,m)
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for the next iteration. After �tting the second base model with the extended dataset

D(n,m + 1), the reconstruction error E2 computed will be added as a feature to the

extended dataset D(n,m+1) used in the previous iteration instead of the original dataset

D(n,m). Principally, D
′
(n,m) is the reconstructed output of the dataset D(n,m) after

the �rst iteration, whereas D
′
(n,m + i − 1) is the output by training the base detector i

with the extended dataset D(n,m+ i− 1). The reconstruction error of each base learner

is de�ned below:

E1 = MSE
(
D(n,m), D

′
(n,m)

)
(3.3)

Ei = MSE
(
D(n,m+ i− 1), D

′
(n,m+ i− 1)

)
with i = 2, ..., k (3.4)

Figure 3.2: The architecture of full sequential autoencoder ensemble used in the experiments

The detailed framework of a full sequential autoencoder ensemble is demonstrated in

the algorithm 3.2. This framework is quite similar to that of the sequential autoencoder

ensemble except for some points. In line 9, instead of being added to the original dataset

D(n,m), the reconstruction error Ei is assigned to the training data of the current iteration

as a feature to generate a new training dataset D(n,m+ i− 1) for the next base learner.

The similarity is also seen in line 13, where the reconstruction error Oi is added to the test

data to create a new test data T (n,m + i − 1) for the next iteration. The reconstruction

error of the full sequential autoencoder ensemble, which is the base to identify the AUC

score of the model, is obtained by averaging the whole elements in the set O after training

k-base detectors.
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Input: Dataset D(n,m), Test set T(l, m), number of base learners k

1: procedure FullSequentialEnsemble(D(n,m), T (l,m), k)

2: O ← {}
3: training data ← D(n,m)

4: test data ← T (l,m)

5: for i← 1, k do

6: autoencoder ← training model(training data)

7: training reconstruction ← autoencoder.predict(training data)

8: Ei ← mean square error(training data, training reconstruction)

9: training data ← training data ∪ Ei

10: test reconstruction ← autoencoder.predict(test data)

11: Oi ← mean square error(test data, test reconstruction)

12: O ← O ∪Oi

13: test data ← test data ∪ Oi

14: end for

15: reconstruction error of full sequential ensemble ← the average of elements in O

16: return reconstruction error of full sequential ensemble

17: end procedure

Algorithm 3.2: Full Sequential Autoencoder Ensemble Algorithm

3.3 Synchronizing Sequential Autoencoder Ensemble

With the approach that all previous base learners participate in correcting the next detec-

tor, we implement another variant called synchronizing sequential autoencoder ensemble.

Instead of reshaping a base learner's prediction errors to get only one feature, we keep their

dimensions intact as features that will be added to the input of the next iteration.

An architecture of synchronizing sequential autoencoder ensemble including k base learn-

ers is indicated in �gure 3.3. After �tting the �rst base learner with a dataset D(n,m),

the prediction error S1 computed by squaring the di�erence between the input and its

reconstruction will be added as features to D(n,m) before training the next model. Since

the dimension of S1 is kept the same as that of the input, the second base learner is trained

with the extended dataset D(n,m+m). Generally, the architecture looks quite similar to

that of a full sequential autoencoder ensemble except for the method to calculate the pre-

diction error of each base learner. By �tting the base learner i with the input D(n,m ∗ i),
we obtain the reconstruction D

′
(n,m ∗ i). The reconstruction error of each base learner is

de�ned below:

Si =
(
D(n,m ∗ i)− D

′
(n,m ∗ i)

)2
with i = 1, ..., k (3.5)
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Figure 3.3: The architecture of synchronizing sequential autoencoder ensemble

Algorithm 3.3 presents the framework of a synchronizing sequential autoencoder en-

semble containing k-base detectors. Except for lines 8 and 11, where the prediction errors

of training data and test data are de�ned variously than that of a full sequential autoen-

coder ensemble, the remaining is quite similar.

Input: Dataset D(n,m), Test set T(l, m), number of base learners k

1: procedure SynchronizingSequentialEnsemble(D(n,m), T (l,m), k)

2: O ← {}
3: training data ← D(n,m)

4: test data ← T (l,m)

5: for i← 1, k do

6: autoencoder ← training model(training data)

7: training reconstruction ← autoencoder.predict(training data)

8: Si ← (training data− training reconstruction)2

9: training data ← training data ∪ Si

10: test reconstruction ← autoencoder.predict(test data)

11: Oi ← (test data− test reconstruction)2

12: O ← O ∪Oi

13: test data ← test data ∪ Oi

14: end for

15: reconstruction error of synchronizing sequential ensemble ← the average of O

16: return reconstruction error of synchronizing sequential ensemble

17: end procedure

Algorithm 3.3: Synchronizing Sequential Autoencoder Ensemble Algorithm



Chapter 4

Experiments and Evaluation

This chapter presents the various experiments conducted in order to examine the perfor-

mance of di�erent approaches for anomaly detection. Besides implementing experiments

on autoencoder models, we focus mainly on evaluating the performance of autoencoder

ensemble variants.

4.1 Overview of datasets

Table 4.1 lists the entire datasets used for experiments in this research. All datasets were

divided into subsets for training and testing. We used datasets with various sizes and

dimensions to obtain a more comprehensive and robust evaluation of the performance of

di�erent model types. For instance, some used high-dimensional datasets like gas-drift

and speech with 128 and 400 features respectively. In contrast, there are also a few low-

dimensional datasets with only 5 features like phoneme and pollen.

Table 4.1: List of datasets used in experiments and their size

Dataset Shape of Shape of Number of anomalies

training data testing data in testing data

cardio (1479, 21) (352, 21) 176

gas-drift (1796, 128) (1538, 128) 769

satellite (3080, 36) (2638, 36) 1319

magic-telescope (8633, 11) (7398, 11) 3699

pendigits (6558, 16) (312, 16) 156

phoneme (2673, 5) (2290, 5) 1145

pollen (1347, 5) (1154, 5) 577

speech (3564, 400) (122, 400) 61

waveform (1185, 40) (1014, 40) 507

21
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4.2 The Approach with Autoencoder Model

4.2.1 The Architecture of Autoencoder

Figure 4.1: The architecture of Autoencoder used in the experiments

Figure 4.1 shows the architecture of autoencoder used in the experiments, inspired by

[13]. The network includes seven layers - one input, two hidden in the encoder block, and

the same is replicated in the decoder separated from the former by the latent layer in be-

tween. Under the condition that the number of hidden layers in the encoder and decoder

blocks are equal, that in an autoencoder are not limited. After conducting experiments

with some di�erent quantities of hidden layers, we come up with the most suitable autoen-

coder architecture for our research as above. Having too many hidden layers does not mean

the model becomes more accurate. Instead of learning the important lower-dimensional

features representing data most, this model tries to copy the input to output mapping [13].

We keep the number of neurons n in the latent space as a variable that helps our exper-

iments to be adjusted easier. The �gure of neurons in the remaining layers tunes with

the rate of (n ∗ 2)i where i ∈ {1, 2, 3} and comply with the autoencoder architecture. To

support preventing over�tting, each hidden layer is set with a probability of eliminating

a node in the neural network at 0.1 through the dropout layer. The non-linear activation

function Relu is used in all layers except for the output layer, where the Sigmoid function

is applied. In addition, we choose Adam (Adaptive moment estimation), a combination of

the advantages of both AdaGrad and RMSProp optimization algorithms [31], as the op-

timization algorithm to update the weights in the backpropagation. After experimenting

with di�erent loss functions, the mean square error (MSE) has been indicated as the most

appropriate loss function for our model as it e�ciently detects outliers with large errors
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by giving higher weight to them. We keep latent space as a variable that should be set up

appropriately according to each used dataset. Values of some hyper-parameters used in

autoencoder models are mentioned in table 4.2.

Table 4.2: Hyperparameters used for autoencoder models in experiments

Hyperparameter Value

Drop Out Rate 0.1

Epoch Size 2000

Batch Size 64

4.2.2 Hyperparameters Analysis

The purpose of implementing experiments regarding some hyperparameters like batch size,

epochs, and latent space is to analyze their e�ects on the performance of an autoencoder

model for anomaly detection problems and �gure out the most suitable values of hyper-

parameters for each dataset used in this thesis. The autoencoder architecture used in the

experiments is introduced in Section 4.2.1, in which batch size, epoch size, and latent space

are considered variables needed to initialize properly for the aim of each execution.

a. Batch size and Epoch size

Table 4.3: Latent size used to train autoencoder models for each dataset

Dataset Latent size

cardio 21

gas-drift 112

satellite 192

magic-telescope 112

pendigits 16

phoneme 96

pollen 32

speech 112

waveform 112

To see how the batch size hyperparameter a�ects the performance of an autoencoder model,

we trained multiple autoencoder models for each dataset with various batch sizes. The list

of used batch sizes is {16, 32, 64, 96, 128, 256, 512}. All trained models are initialized

with an epoch size of 2000 and respective latent spaces for each dataset listed in table 4.3.

The initialization of epoch size and latent spaces like the above is based on some �ndings
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during testing experiments and will be discussed later. Similarly, in order to inspect the

in�uence of the epoch hyperparameter on an autoencoder model for anomaly detection,

we kept the batch size at 64 and latent spaces for each dataset as in table 4.3. Then we

trained autoencoder models for each dataset with di�erent epoch sizes in {50, 100, 200,

500, 1000, 1500, 2000, 2500, 3000, 3500, 4000}.

The AUC score of each trained model concerning the adjustment of batch and epoch sizes

are plotted in �gures 4.2 and 4.3 respectively. As we can see in �gure 4.2 the dependency

between batch sizes and AUC scores of trained models is not high. In particular, most

datasets tend to obtain a stable AUC score, when the batch size is increased. Only phoneme

and speech datasets stay out of this tendency, but the �uctuation of their AUC scores is

not signi�cant. From the experiment, we found out that the batch size parameter can

help to improve the performance of an autoencoder model for anomaly detection problems

to some extent. Although each trained model concerning a given dataset can attain the

highest AUC score at a speci�c value, we choose the most suitable batch size of 64 for all

datasets in the remaining executions in this thesis for the aim of generalizing experiments.

Figure 4.3 shows that the epoch parameter has a similar trend with the batch size. To

improve the performance of an autoencoder model, we can consider to �ne-tune the epoch

parameter for a given dataset. However, the e�ciency of this approach may not be desirable

because the in�uence of the epoch parameter on the AUC score of a model indicated in

the experiment is weak. Moreover, a concern regarding this parameter is computational

cost, which can reach a high volume to �nalize the best epoch size for a dataset. By

executing the experiment with epoch sizes, we found the most appropriate epoch of 2000

for all datasets in the next experiments.

Figure 4.2: The in�uence of batch size Figure 4.3: The in�uence of epoch size

b. Latent Space

Next, we focus on examining the in�uence of the latent space parameter on the perfor-

mance of an autoencoder model for anomaly detection problems. For each dataset, we
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trained multiple autoencoder models with di�erent latent space values in {4, 8, 16, 32, 64,

96, 112, 128, 144, 160, 192, 256, 320}. The whole trained models were initialized with a

batch size of 64 and an epoch size of 2000.

Figure 4.4: The in�uence of latent space on an autoencoder model

Figure 4.4 indicates the correlation between the latent space parameter and AUC scores

of autoencoder models trained for anomaly detection problems. The experiment has proved

that the latent space parameter a�ects signi�cantly the performance of an autoencoder

model. The plot in �gure 4.4 shows a substantial �uctuation in AUC scores concern-

ing latent sizes of autoencoder models, except for those of gas-drift, magic-telescope, and

pendigits datasets. The possible reason for stability in the AUC scores of the mentioned

datasets is that they are quite easy to train. We obtained really high AUC scores when

training the models with these datasets, even though we have not done any �ne-tuning

methods yet. In general, by setting a suitable latent space, we can totally train an outper-

formed autoencoder model with only a shallow neuron network. However, it may cause a

high computational cost to �gure out the best latent space for a particular dataset as it

seems that there are no �xed principles to support the �nding process more e�ectively.

From experiments, we see that the latent space of an autoencoder does not need to be

smaller than the number of features of a dataset. A dataset with few features can get the

highest AUC score by using an autoencoder with a large latent space. For this point, we

implemented an experiment for Phoneme and Pollen datasets containing only �ve features.

We used the same autoencoder architecture as mentioned in 4.2.1 with a batch size of 64

and an epoch of 2000. Figure 4.5 shows ROC curves and AUC scores of both datasets

�tted to the autoencoder model with a latent size of 4, whereas �gure 4.6 indicates the

case of using latent sizes of 320 and 16 for Phoneme and Pollen datasets respectively. By

using an autoencoder model with a latent size of 4, we obtained lower AUC scores for both



26 CHAPTER 4. EXPERIMENTS AND EVALUATION

datasets than using an autoencoder model with higher latent sizes of 320 for Phoneme and

16 for Pollen.

Figure 4.5: The ROC curves of datasets

trained on autoencoder models with a latent

space of 4

Figure 4.6: The ROC curves of Phoneme and

Pollen datasets trained on autoencoder models

with latent spaces of 320 and 16 respectively

Another interesting aspect we explored during implementing experiments is that latent

space may have a positive correlation with epoch parameters. To inspect this point, we

trained multiple autoencoder models for each dataset. In particular, each dataset was �tted

to an autoencoder model initialized with an epoch in {50, 200, 500, 1000, 1500, 2000, 2500,

3000}, which was trained iteratively by using a latent space in {4, 16, 32, 64, 96, 112, 160,

256} each time. AUC scores of each dataset according to speci�c epoch and latent values

are plotted in a heat map. Figure 4.7 summarizes heat map plots of all datasets. We can

see that if we choose a couple of latent space and epoch parameters, in which the former

is really small and the latter is too big, or vice versa, then most models tend to obtain a

lower AUC score. The highest AUC scores of each dataset in �gure 4.7 concentrate mainly

on the middle, bottom right, or top left of the plot, where the distance between latent

space and epoch values is not too big. Of course, to prove the accuracy of the statement,

we need to do more experiments, which are supposed to reach out of this thesis. However,

this exploration can be considered an e�ective suggestion to �nd the suitable couple of

latent space and epoch values for autoencoder models of each dataset.
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Figure 4.7: Correlation between latent space and epoch size
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c. Conclusion about the in�uence of hyperparameters

In general, all batch, epoch, and latent space parameters contribute to improving an au-

toencoder model's performance. Figure 4.8 illustrates the in�uence extent of each pa-

rameter on an autoencoder model. To attain the plot, we computed �rstly the standard

deviation of AUC scores of each dataset according to each result obtained by executing

experiments concerning hyperparameters as mentioned in 4.2.2.a and 4.2.2.b. Then, we

applied the bar plot function in the seaborn library to represent the standard deviation of

each variable. The plot shows that the latent space parameter has the highest in�uence

on an autoencoder model's performance, whereas the e�ect of the epoch parameter is the

weakest. With a set of proper hyperparameters, we can totally attain a simple but robust

autoencoder model for anomaly detection problems.

Figure 4.8: The in�uence of hyperparameters on an autoencoder model

4.2.3 Performance of Autoencoder Model

After �nding the most suitable set of hyperparameters for each dataset we trained au-

toencoder models to detect anomalies. The architecture of trained autoencoder models is

introduced in section 4.2.1. They are initialized with a batch size of 64 and an epoch of

2000. The latent space of each model for each dataset is listed respectively in table 4.3.

Figure 4.9 indicates the ROC curves and AUC scores of various datasets trained with the

autoencoder models. As we can see, most autoencoder models performed very well except

for those using Pollen and Speech datasets, which are actually di�cult to train. To have

these excellent autoencoder models, we implemented various experiments as mentioned in

section 4.2.2 with the aim of �nding the most proper hyperparameters for each dataset.

Overall, an autoencoder model containing only a few hidden layers can perform very well
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at detecting outliers, when it is initialized with suitable hyperparameters. Nevertheless,

searching for appropriate hyperparameters may lead to a high computational cost and

be time-consuming. Moreover, this approach is not e�ective in general since it does not

generalize about all anomaly detection problems. That means we need to �nd a proper hy-

perparameter set for a particular dataset to be able to train a well-performing autoencoder

model.

Figure 4.9: The ROC curves of various datasets trained with autoencoder models

4.3 The Approach with Autoencoder Ensemble Models

In this part, we focus on the experiments with various types of autoencoder ensembles.

The architecture of the base models in each ensemble is introduced in section 4.2.1. Each

type of base learner is initialized with a set of latent, batch, and epoch size parameters,

which are listed in tables 4.4 and 4.5. To gain a more general overview of the performance

of di�erent models, we also tried to train our datasets with a RandNet model [14] by using

the code from [1].

Table 4.4: Hyperparameter values initialized for each type of base learners

Hypeparameter Learner 1 Learner 2 Learner 3 Learner 4 Learner 5

Batch size 64 64 64 100 64

Epoch size 2000 1000 1000 300 500
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Table 4.5: Latent size used to train each type of base learners for each dataset

Dataset Learner 1 Learner 2 Learner 3 Learner 4 Learner 5

cardio 21 4 4 4 32

gas-drift 112 32 16 16 64

satellite 192 4 16 16 32

magic-telescope 112 4 4 4 8

pendigits 16 4 4 4 8

phoneme 96 4 4 4 4

pollen 32 4 4 4 4

speech 112 64 256 256 128

waveform 112 32 32 32 64

4.3.1 Performance of Independent Autoencoder Ensembles

RandNet is an independent ensemble method in which some of the connections between

layers in each autoencoder included are randomly dropped [14]. The RandNet architecture

from [1] contains 200 autoencoder submodels. Each submodel is initialized with an epoch

of 300 and a batch size of 100. The latent space of each autoencoder submodel is adjusted

based on the parameter alpha and the number of features of the dataset used. More details

about the RandNet model used for our next experiment can be found at [1]. By �tting all

our datasets in the RandNet model, we received the AUC score for each dataset listed in

table 4.6. Besides, we generated an independent autoencoder ensemble (shortcut as IAE)

architecture for experiments. Our independent ensemble contains n (n ⩾ 2) di�erent au-

toencoders as base learners. The structure of each autoencoder included is introduced

in section 4.2.1. To ensure that all base learners are diverse, we set a di�erent random

seed value for each autoencoder used. The �nal prediction errors of a trained independent

ensemble is the average of all prediction errors of its base detectors.

Firstly, we trained two di�erent autoencoder models for each dataset. The unoptimized

autoencoder is executed by using learner 4, while the optimized autoencoder uses learner

1 and is also the model mentioned in section 4.2.3. Next, two various independent ensem-

ble models are trained with the unoptimized and optimized autoencoders as base learners

separately. Both the unoptimized and optimized IAEs contain 60 base learners. The AUC

scores of each dataset �tted to di�erent types of models are shown in table 4.6. The

optimized autoencoder indicates a better result than the unoptimized as the former's pa-

rameters were �ne-tuned very well, whereas those of the latter were randomly selected.

However, the performance of both autoencoder models exceeds the RandNet, an indepen-

dent ensemble containing 200 submodels. The �rst reason for this situation may come from

the improper latent sizes initialized for each submodel in the RandNet since latent space
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has a strong e�ect on the performance of an autoencoder. In addition, the RandNet is

designed by dropping randomly some connections between layers in each autoencoder in-

cluded. It may happen that the removed connections bring the most important information

that should be learned. As a result, the RandNet may learn only from weak connections

with little information and hence, perform worse than its base models. Another point is

that dropping randomly some connections between layers in each autoencoder may gener-

ate submodels with low variances. Therefore, the components in RandNet cannot capture

various aspects of underlying patterns in data [14]. An ensemble with a low diversity

between base learners may perform worse than the best individual base learner [15]. In

our experiment, the RandNet's performance cannot surpass the unoptimized autoencoder

using the same epoch and batch size. Meanwhile, our independent ensemble models are

constructed with an assurance about the diversity between base learners by setting a dif-

ferent random seed value for each component. As we can see in table 4.6, both independent

ensembles obtained better performances than their components. Overall, whether an in-

dependent autoencoder ensemble may outperform its base learners depends mainly on the

variance between the latter. Components with high variances can learn di�erent aspects

of the patterns in data and hence boost the robustness of their ensemble.

Table 4.6: Comparison AUC scores of autoencoder models, independent autoencoder ensembles,

and RandNet. The best AUC is highlighted in boldface

Dataset Unoptimized Unoptimized Optimized Optimized RandNet

Autoencoder IAE Autoencoder IAE

cardio 0.9127 0.9311 0.9436 0.9527 0.9033

gas-drift 0.9787 0.9771 0.9922 0.9935 0.9953

satellite 0.8297 0.8311 0.8740 0.8700 0.7974

magic-telescope 0.9730 0.9766 0.9917 0.9967 0.9598

pendigits 0.9910 0.9921 0.9972 0.9997 0.9675

phoneme 0.7605 0.7250 0.7549 0.8353 0.6821

pollen 0.4940 0.4922 0.5109 0.5036 0.4938

speech 0.5528 0.5539 0.5517 0.5493 0.5751

waveform 0.7883 0.8095 0.8080 0.8258 0.8273

Average 0.8090 0.8098 0.8249 0.8363 0.8002

4.3.2 Performance of Sequential Autoencoder Ensembles

In this part, our experiments focus on studies concerning the sequential autoencoder ensem-

ble architecture mentioned in section 3.1. A sequential autoencoder ensemble (shortcut as

SAE) is expected to generate autoencoder models with high variances as the reconstruc-

tion error of the previous model is used to correct the error of the next one. That means the
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reconstruction error of the last trained autoencoder model is considered a feature added

to the original dataset before �tting it to the next learner. The diversity between base

learners in a sequential ensemble allows its components to learn various aspects of data

and hence enhance the robustness of the ensemble. Therefore, a sequential autoencoder

ensemble is supposed to perform more excellently than its base learners.

To examine the performance of the sequential autoencoder ensemble architecture, we

trained �rst a sequential ensemble containing 60 optimized autoencoders mentioned in

section 4.2.3 as base learners. Table 4.7 gives an overview of the AUC scores of all datasets

�tted to di�erent models. The optimized IAE, as explained in section 4.3.1, contains 60

optimized autoencoders as base learners. In almost all datasets, the optimized SAE out-

performs the other models. Although the optimized IAE has a higher average of AUC

scores than that of the optimized autoencoder, it is still lower than the optimized SAE.

Table 4.7: Comparison AUC scores of autoencoder model, independent autoencoder ensemble

and sequential autoencoder ensemble. The best AUC is highlighted in boldface.

Dataset Optimized Optimized Optimized

Autoencoder IAE SAE

cardio 0.9436 0.9527 0.9550

gas-drift 0.9922 0.9935 0.9937

satellite 0.8740 0.8700 0.8750

magic-telescope 0.9917 0.9967 0.9970

pendigits 0.9972 0.9997 0.9998

phoneme 0.7549 0.8353 0.8418

pollen 0.5109 0.5036 0.5165

speech 0.5517 0.5493 0.5598

waveform 0.8080 0.8258 0.8238

Average 0.8249 0.8363 0.8403

Since each model in a sequential autoencoder ensemble is trained to learn from the

reconstruction error of its predecessor and then correct itself, a SAE is supposed to out-

perform its components in most cases. To investigate this point, we trained �ve di�erent

sequential autoencoder ensembles containing 60 base models. Each ensemble uses a type

of base learner listed in tables 4.4 and 4.5. For this experiment, we will use independent

autoencoder ensembles as competitors. Therefore, we trained similarly �ve independent

autoencoder ensembles of 60 components. Besides, each type of learner listed in tables

4.4 and 4.5 is considered an autoencoder and trained for comparison. The averaging AUC

scores of all datasets �tted into multiple autoencoders, independent autoencoder ensem-

bles, and sequential autoencoder ensembles are plotted in �gure 4.10. As we can see, all
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sequential autoencoder ensembles perform much better than their base learners, the au-

toencoders. More interestingly, they also exceed their competitors in all the experiments.

Figure 4.10: Comparison the average of AUC scores of autoencoder model, independent autoen-

coder ensemble and sequential autoencoder ensemble using di�erent type of base learners

In order to inspect how the number of base learners a�ects the AUC performance of

a sequential ensemble, we train an ensemble for each number of models from 2 to 200.

The base learners used for this experiment apply parameters of the learner 1 mentioned in

tables 4.4 and 4.5. The AUC performances for the phoneme, pollen, and speech datasets

are shown in �gure 4.11. In general, increasing the number of components in a sequential

ensemble improves the performance of that ensemble. However, the more submodels in

an ensemble do not mean the higher performance of that ensemble. Figure 4.11 shows

the performance of sequential ensembles including 200 submodels is even lower than that

of models with fewer than 20 components. Meanwhile, the number of base learners in a

sequential ensemble increases proportionally with computational costs.

(a) (b) (c)

Figure 4.11: ROC AUC performance of each dataset relates to the number of base learners in a

sequential autoencoder ensemble
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4.3.3 Performance of Full Sequential Autoencoder Ensembles

A variant of sequential autoencoder ensemble, which is called full sequential autoencoder

ensemble (shortcut as FSAE), is introduced in section 3.2. Instead of using only the pre-

diction error of the last trained learner as a feature added to an original dataset, a full

sequential autoencoder ensemble uses that of all previously trained learners for the next

execution. In this part, we implement experiments to evaluate the performance of a full

sequential autoencoder ensemble for anomaly detection.

Firstly, we train a full sequential autoencoder ensemble containing 60 optimized autoen-

coders mentioned in section 4.2.3 as base detectors. Table 4.8 is an extended version of

table 4.7, in which the optimized FSAE's performance for each dataset is completed. Al-

though the average AUC score of the optimized FSAE is higher than that of the optimized

SAE, it is not signi�cant. Both of them seems to behave similarly and outperform the

optimized IAE as well as their base learners, the optimized autoencoder.

Table 4.8: Comparison AUC scores of autoencoder model, independent autoencoder ensemble,

sequential autoencoder ensemble, and full sequential autoencoder ensemble. The best AUC is

highlighted in boldface.

Dataset Optimized Optimized Optimized Optimized

Autoencoder IAE SAE FSAE

cardio 0.9436 0.9527 0.9550 0.9572

gas-drift 0.9922 0.9935 0.9937 0.9934

satellite 0.8740 0.8700 0.8750 0.8749

magic-telescope 0.9917 0.9967 0.9970 0.9971

pendigits 0.9972 0.9997 0.9998 0.9998

phoneme 0.7549 0.8353 0.8418 0.8385

pollen 0.5109 0.5036 0.5165 0.5165

speech 0.5517 0.5493 0.5598 0.5671

waveform 0.8080 0.8258 0.8238 0.8216

Average 0.8249 0.8363 0.8403 0.8407

Next, we train �ve various full sequential autoencoder ensembles containing 60 base

models that use �ve di�erent types of learners listed in tables 4.4 and 4.5. The average

AUC scores of �ve full sequential autoencoder ensembles trained with multiple datasets are

shown in �gure 4.12, where that of other models are explained in section 4.3.2. Figure 4.12

indicates that full sequential autoencoder ensembles behave similarly to sequential autoen-

coder ensembles, even though some FSAEs perform better than SAEs. The performances

of all independent autoencoder ensembles still cannot exceed that of FSAEs. Moreover,

both FSAEs and SAEs outperform signi�cantly their base learners.
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Figure 4.12: Comparison the average of AUC scores of autoencoder model, independent autoen-

coder ensemble, sequential autoencoder ensemble and full sequential autoencoder ensemble using

di�erent type of base learners

To examine the in�uence of the number of base learners in a full sequential autoencoder

ensemble on its performance, we also train a FSAE for each number of models from 2 to

200, in which the learner 1 mentioned in tables 4.4 and 4.5 is used as base learners. Figure

4.13 is extended from �gure 4.12 with the performance of FSAEs trained for the phoneme,

pollen, and speech datasets are added. Similar to a sequential autoencoder ensemble, the

number of components in a full sequential autoencoder a�ects the AUC score of a dataset

substantially. The performances of FSAE and SAE reach the convergence at some point,

where the former keeps stable or starts to decrease when the number of base learners in

the ensemble increases. Therefore, to achieve a robust ensemble at low computational cost,

optimizing the number of components in an ensemble generally is vital.

(a) (b) (c)

Figure 4.13: ROC AUC performance of each dataset relates to the number of base learners in

sequential autoencoder ensemble and full sequential autoencoder ensemble
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4.3.4 Performance of Synchronizing Sequential Autoencoder Ensembles

Another variant of sequential autoencoder ensemble proposed in this study is Synchro-

nizing Sequential Autoencoder Ensemble (shortcut as SSAE). The di�erence from a full

sequential autoencoder ensemble is that in a synchronizing sequential autoencoder ensem-

ble, instead of reshaping a base learner's reconstruction errors to get only one feature,

we keep their dimensions intact as features that will be added to the input of the next

execution.

To evaluate the performance, we train at �rst a synchronizing sequential autoencoder en-

semble containing 60 optimized autoencoders mentioned in section 4.2.3 as base learners.

However, as the number of features of each dataset �tted into each base learner will in-

crease dramatically after every iteration, we receive an error related to the system's limited

computational capacity. Finally, we train only an SSAE with 5 optimized autoencoders as

components. Table 4.9 is expanded from table 4.8, in which the optimized SSAE contains

only 5 components, whereas all optimized IAE, SAE, and FSAE include 60 base learners.

The results of the RandNet ensemble explained in section 4.3.1 are also included in table

4.9 for comparison. Even though this seems like an unfair comparison for the optimized

SSAE, it performs quite well in this experiment. Its average AUC score exceeds not only

the optimized autoencoder but also the RandNet.

Table 4.9: Comparison AUC scores of autoencoder model, independent autoencoder ensemble,

sequential autoencoder ensemble,full sequential autoencoder ensemble, synchronizing sequential

autoencoder ensemble, and RandNet. The best AUC is highlighted in boldface.

Dataset Optimized Optimized Optimized Optimized Optimized RandNet

Autoencoder IAE SAE FSAE SSAE

cardio 0.9436 0.9527 0.9550 0.9572 0.9454 0.9033

gas-drift 0.9922 0.9935 0.9937 0.9934 0.9948 0.9953

satellite 0.8740 0.8700 0.8750 0.8749 0.8693 0.7974

magic-telescope 0.9917 0.9967 0.9970 0.9971 0.9958 0.9598

pendigits 0.9972 0.9997 0.9998 0.9998 0.9984 0.9675

phoneme 0.7549 0.8353 0.8418 0.8385 0.8037 0.6821

pollen 0.5109 0.5036 0.5165 0.5165 0.5146 0.4938

speech 0.5517 0.5493 0.5598 0.5671 0.5684 0.5751

waveform 0.8080 0.8258 0.8238 0.8216 0.8101 0.8273

Average 0.8249 0.8363 0.8403 0.8407 0.8334 0.8002

We want to have a glance at the in�uence of the number of base learners in an SSAE

on the AUC performance. Thus, we plot the average AUC scores of all datasets trained

with the above SSAE concerning each number of models from 1 to 5. For the purpose of

comparison, we restrict ourselves to showing only results of the �rst 5 in 60 components of
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the IAE, SAE, and FSAE as mentioned above. Figure 4.14 demonstrates the average AUC

scores of all datasets related to each number of base learners in an ensemble. We see that

the average AUC scores of IAE, SAE, and FSAE keep increasing when the number of base

learners rises. But, the most interesting property is that after increasing continuously in

the �rst three base learners, the AUC performance of the SSAE drops dramatically. One

of the reasons for this decreasing AUC performance may result from the unchanged latent

size of the base learners, which a�ects signi�cantly the performance of an autoencoder as

explained in section 4.2.2. The amount of features in every dataset increases multiple after

each iteration, whereas the latent size remains stable. Consequently, the initialized latent

size of each autoencoder in the SSAE may become unsuitable with the dataset �tting into

it in later iterations. Therefore, we may need to adjust the latent size reasonably for each

component in an SSAE, instead of keeping it unchanged as we proposed.

Because there are some limitations in the computational capacity of our system and sev-

eral adjustments in the algorithm of an SSAE may be required to obtain a more robust

ensemble, we will not go further to study this kind of ensemble in our thesis. However, the

synchronizing sequential autoencoder ensemble architecture proposed could be potential

and valuable for future works, as it seems to learn very fast and perform well after the �rst

few base learners.

Figure 4.14: Comparison the average of AUC scores of autoencoder model, independent au-

toencoder ensemble, sequential autoencoder ensemble, full sequential autoencoder ensemble, and

synchronizing sequential autoencoder ensemble using di�erent type of base learners

4.4 Models Evaluation

Figure 4.12 shows that the performances of sequential autoencoder and full sequential

autoencoder ensembles outperform those of independent autoencoder ensembles. However,
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it still argues about the statistically signi�cant di�erence between them. Therefore, we use

a Wilcoxon test [42] to determine whether the performances of a sequential autoencoder

and full sequential autoencoder ensembles are signi�cantly di�erent than an independent

autoencoder ensemble. The Wilcoxon test is used to test the signi�cance of the di�erences

of the means in two dependent groups [42]. In our case, we execute Wilcoxon tests with the

null hypothesis is that the di�erences in the performances of the two models are signi�cant,

and the alternative is that they are not signi�cant. The null hypothesis is not rejected if

the p-value is less than a multiple level of signi�cance α [27], which we set at 1%.

In sections 4.3.2 and 4.3.3, we introduce the experiments to train �ve di�erent sequential,

independent, and full sequential autoencoder ensembles using �ve various types of base

learners from 1 to 5. To perform Wilcoxon tests, we save the AUC scores of each dataset

listed in 4.1, which we obtained by �tting them into �ve respective sequential autoencoder

ensembles, into an array. We do the same for the cases of independent and full sequential

autoencoder ensembles. Then, we implement the Wilcoxon tests of sequential and full

sequential autoencoder ensembles against independent autoencoder ensemble as well as

sequential autoencoder ensemble against full sequential autoencoder ensemble. In addition,

we also perform Wilcoxon tests of autoencoder against independent, sequential, and full

sequential autoencoder ensembles. The AUC scores of each dataset attained by training

them with �ve various autoencoders listed in tables 4.4 and 4.5 are saved into an array.

After that, we also implement necessary Wilcoxon tests. The p-value of each test is listed

in table 4.10. Overall, all tests indicate that di�erences in the performances of the two

models are statistically signi�cant at p < 0.01, except for the tests of SAE again FSAE,

and AE again IAE. Whereas both SAE and FSAE perform signi�cantly better than IAE,

the di�erences in their performances are not signi�cant. This implies that both proposed

sequential and full sequential autoencoder ensembles perform better than the independent

autoencoder ensemble in general. Moreover, a sequential autoencoder ensemble behaves

similarly to a full sequential autoencoder ensemble. The former can perform better than the

latter in several datasets and vice versa. Although an independent autoencoder ensemble

performs better than their base learners, the improvement is not signi�cant. Meanwhile, we

witness signi�cant improvements of sequential and full sequential autoencoder ensembles

in comparison with their base learners.
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Table 4.10: The p-values obtained by implementing the Wilcoxon tests of sequential and full

sequential autoencoder ensembles against independent autoencoder ensemble, the Wilcoxon test

of sequential autoencoder ensemble against full sequential and the Wilcoxon tests of autoencoders

against di�erent ensembles

Test p-value

SAE against IAE 4.917420710626175e-07

FSAE against IAE 4.335469782290602e-06

SAE against FSAE 0.6185166838524876

AE against IAE 0.022954077835947828

AE against SAE 5.778346121587674e-07

AE against FSAE 2.6416435616738454e-06

Finally, we want to evaluate the correlation between the number of autoencoders in an

ensemble and AUC scores. Continuing with experiments mentioned in sections 4.3.2 and

4.3.3, we �t every dataset listed in table 4.1 into SAE, FSAE, and IAE models which are

trained for each number of components from 2 to 200. Figure 4.15 shows the AUC scores

of every dataset in correlation with the number of base learners in sequential, full sequen-

tial, and independent autoencoder ensembles. While the subplots from a to i demonstrate

the AUC scores of each dataset separately, the last subplot summarizes the average AUC

scores of all datasets related to each number of components in an ensemble. As we can

see from all subplots represented for every dataset as well as the last subplot, the perfor-

mances of ensembles reach the convergence at some point before starting to decrease or

remaining tiny improvements. These convergences of almost all datasets are achieved with

fewer than the �rst 25 submodels in an ensemble. The last subplot shows that the aver-

age correlation between the number of components and AUC scores seems approximately

constant from some point for the sequential and independent autoencoder ensembles. This

is reasonable because there is no interaction between base learners in an independent au-

toencoder ensemble. For a sequential autoencoder ensemble, a current component learns

from the predecessor's reconstruction error which is adjusted by learning from the previous

submodel to correct itself. Accumulatively, reconstruction errors are learned and adjusted

to a minimum, then at some point, the next submodel has nothing to learn from its prede-

cessor and hence keeps stable. We can see a similarity for the full sequential autoencoder

ensemble to some extent, when reconstruction errors are completely learned and adjusted

to a minimum, the next components have nothing to learn and thus remain stable. This

aspect can be seen quite clearly from around the 30th to the 85th submodels of the full se-

quential autoencoder ensemble demonstrated in the last subplot. However, a component in

a full sequential autoencoder ensemble learns not just from the last previous one, but from

all previous submodels to adjust itself. Therefore, a full sequential autoencoder ensemble
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tends to learn and obtain the best performance much faster than the other ensembles.

That's why it can achieve the highest average AUC score after the �rst few submodels as

displayed in the last subplot. As the number of components in a full sequential autoen-

coder ensemble continues to increase, the number of features of the dataset �tted to the

next iteration also rises proportionally, while the latent size of each autoencoder in the

ensemble is unchanged. It leads to the base learners in later iterations starting to perform

poorer than their predecessors, when their latent sizes become unsuitable with the dataset

�tted to them. Thus, we witness a rapid decrease in the average AUC score in the full

sequential autoencoder ensemble from about the 86th submodel.
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Figure 4.15: ROC AUC performance of each dataset relates to the number of base learners in

sequential autoencoder ensemble, full sequential autoencoder ensemble, and independent autoen-

coder ensemble
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Chapter 5

Conclusion and future work

In general, an autoencoder model containing only a few hidden layers can perform very

well for anomaly detection tasks, when it is initialized with suitable hyperparameters, espe-

cially the latent space, which has the most in�uence on the performance of an autoencoder.

However, searching for appropriate hyperparameters may not be an e�ective approach in

general as it does not generalize about all anomaly detection problems. By combining

multiple autoencoders with the same architecture, but di�erent random seed values, we

attain independent autoencoder ensembles, which perform better than their base learners

in our experiments. But, their improvement seems to be not signi�cant in comparison

with their base learners. Because their components still tend to be similar to each other

as they share the same architecture and hyperparameters' values. Both sequential and

full sequential autoencoder ensemble techniques indicate their performances exceed that of

independent autoencoder ensembles signi�cantly. In addition, they behave quite similarly

to each other. However, a full sequential autoencoder ensemble seems to learn faster than

a sequential autoencoder since the former learns not just from the last previous submodel,

but from all previous iterations to correct itself. This property of a full sequential autoen-

coder ensemble is an advantage, but also a disadvantage. As their submodels increase,

the number of features of the dataset �tted to the next submodel also rises proportionally,

whereas the latent size of each autoencoder remains intact. This triggers the poor perfor-

mance of the base learners in later iterations, because the latent size becomes inappropriate

with the dataset �tted to them. This aspect can be seen clearly in our experiments related

to synchronizing sequential autoencoder ensemble technique.

Full and synchronizing sequential autoencoder ensemble techniques could be potential and

valuable for future work since they seem to learn very fast and perform well after the �rst

few submodels in our experiments. By adjusting the latent size of each autoencoder to be-

come adaptive with each dataset �tted into the model, we may expect some improvements

in the performance of full and synchronizing sequential autoencoder ensembles. Moreover,

further studies about tuning hyperparameters of an ensemble could be essential as we have

43



44 CHAPTER 5. CONCLUSION AND FUTURE WORK

seen how they a�ect an autoencoder's performance in section 4.2.2. Besides tuning some

parameters like latent space, epoch, and batch size, it could be a promised aspect to dig

deeper into tuning loss function. While implementing experiments to �gure out the most

suitable autoencoder architecture for our thesis, we realized that the loss function plays a

crucial role in the e�ciency of a model. Just by using a di�erent loss function, the per-

formance of our models has changed a lot. Another aspect is the number of components

in an ensemble. We have seen that increasing the number of submodels in an ensemble

improves its performance. However, the more base learners in an ensemble does not mean

the better it performs. Meanwhile, it leads to higher computational costs. Therefore, it

will be worthy to research further about the optimization of the number of components in

an ensemble.
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