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Abstract

In machine learning, the presence of rare and unusual data points in training datasets has
led to the concept of anomaly detection. The majority of anomaly detection algorithms
are only compatible with numerical attributes and as a result, the categorical attributes
will often be ignored in practice. Although there are approaches to overcome this issue, for
example by converting the categorical attributes to numerical ones using one-hot encoding,
it is more efficient to have algorithms that handle such attributes inherently. Isolation Forest
is an unsupervised anomaly detection algorithm, which in its original version supports only
numerical data. In this work we propose a method to support categorical attributes and to
some extent textual data for Isolation Forest. This work is in collaboration with Continentale
Krankenversicherung a.G. who wanted to use a machine learning technique to detect harmful
requests, i.e. anomalies, in HTTP traffic logged by a Web Application Firewall (WAF). One
of the challenging parts of this work was that the majority of the attributes of the WAF’s
training data were either categorical or textual, which motivated us to extend Isolation
Forest to support non-numerical attributes.

In chapter 1, we look at the inner workings of the Isolation Forest and two other anomaly
detection techniques, namely Autoencoder and Local Outlier Factor(LOF). In chapter 2
related works on the Isolation Forest regarding the support for categorical features are
shown. After that, we present our extension to the Isolation Forest. Based on our idea for
categorical data we present in chapter 3 our second extension for Isolation Forest, which
enables it to support textual data without any pre-processing on text data. In chapter 4 we
evaluate the performance of the new Isolation Forest, Autoencoder, and LOF by conducting
several experiments using 13 public datasets and one synthetic dataset. We observe that
our Isolation Forest performs much better than its competitor in terms of ROC AUC and
it also benefits more from the categorical attributes. Finally, in chapter 5 we use Isolation
Forest to find new types of malicious behavior on the WAF dataset.

By the end of this work, the advantages of Isolation Forest for categorical data shall be clear
to the reader. Not only because of its performance that surpasses other methods like the
Autoencoder but also because of the neat properties of this algorithm that has allowed us
to extend it in order to support non-numerical features. It is also important to know that
the categorical features often contribute to better performance and therefore one should not
simply ignore them because an algorithm does not support such features.
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1
Anomaly detection Methods

Anomalies are data points that have characteristics other than the normal data points and
are usually rare. They are likely to be found in every dataset and therefore the detec-
tion of anomalies is an interesting area of study in machine learning. Detecting fraudulent
transactions in credit card transactions, rare diseases in patient’s medical records or unusual
activities in computer network traffic are usecases of anomaly detection. This chapter intro-
duces three popular methods to detect anomalies that are used in later chapters: Isolation
Forest, Autoencoder and Local outlier factor (LOF).

1.1 Isolation Forest
Isolation Forest [1] is an unsupervised anomaly detection technique that builds an ensemble
(meaning a collection) of binary trees, called Isolation Trees (or iTrees), from a given dataset.
It is similar to a Random Forest [2] in the sense that each iTree in the ensemble makes a
prediction for a given data point and the final outcome of the algorithm is an aggregation
of the individual predictions of the iTrees.

Each iTree partitions the instances of a given dataset randomly in a recursive manner
until all the instances are isolated. Since anomalies differ from the rest of the data and
have distinguishable attribute-values, they are likely to be isolated with fewer partitions.
Therefore they are closer to the root of the tree. In other words anomalies tend to have
shorter path lengths. Hence, when an ensemble of iTrees result in shorter path lengths for
a given data point, then that point is likely to be an outlier. Each iTree is built upon
a sub-sampled dataset with a size of ψ by randomly selecting instances from the training
dataset without replacement.
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1 ANOMALY DETECTION METHODS

1.1.1 Isolation using Isolation Tree

An Isolation Tree is a proper binary tree where every internal node has exactly two child
nodes (Tl, Tr) and the nodes with no children are called external nodes or leaf nodes. Each
internal node encapsulates a test over an attribute q with a split value p, that is, the data
points that fulfill the test q < p go to the left child node Tl and the rest go to the right child
node Tr.

Let X = {x1, ..., xn} be a dataset with n instances and d dimensions. An Isolation Tree
begins at the root of the tree by randomly selecting an attribute q and a random split point p
such that p is between the minimum and maximum values of the attribute q. The instances
of the X would be sorted into the left and the right child nodes of the current internal node
based on the test criteria q < p. This procedure is repeated recursively until either the tree
reaches it’s height limit or |X| ≤ 1. The details of the construction of an Isolation Tree
during the training stage is demonstrated by algorithm 1.

Algorithm 1: iTree(X, e, l)
input : X - input data, e - current tree height, l - height limit
output: an iTree

1 if e ≥ l or |X| ≤ 1 then
2 return exNode{Size← |X|}
3 else
4 let Q be a list of attributes in X
5 randomly select an attribute q ∈ Q
6 randomly select a split point p from max and min values of attribute q in X
7 Xl ← filter(X, q < p)
8 Xr ← filter(X, q ≥ p)
9 return inNode{Left← iT ree(Xl, e+ 1, l), Right←

iT ree(Xr, e+ 1, l), SplittAtt← q, SplitV alue← p}
10 end

1.1.2 Building Isolation Forest from Isolation Trees

Training of a single Isolation Tree was explained in the previous section. Having created an
Isolation Tree, it is now pretty straight forward to build an ensemble of such trees during
the training’s process of an Isolation Forest. The details of this process is to be found in
algorithm 2.

4



Isolation Forest 1.1

Algorithm 2: iForest(X, t, ψ)
input : X - input data, t - number of trees, ψ - sub-sampling size
output: a set of iT rees

1 Initialize Forest
2 set height limit l = ceiling(log2 ψ)
3 for i = 1 to t do
4 X

′ ← sample(X,ψ)

5 Forest← Forest ∪ iT ree(X ′
, 0, l)

6 end
7 return Forest

There are only two parameters for an Isolation Forest. The number of Isolation Trees, t, in
the forest and the sub sampling size ψ.

The number of trees t specifies the size of the forest. As recommended by the authors of
this method t = 100 shall be the default value. Because the path lengths converge usually
before this value.

Sub sampling size ψ controls the size of the training dataset X ′ for each single Isolation
Tree. When an optimal value for ψ is found, then there is no need to increase that further.
Because by doing so the processing time and the memory usage increases without any
benefits in detection performance. The authors of Isolation Forest show that with ψ = 256
the performance of Isolation Forest is near optimal.

In the second line of the algorithm 2 the height limit for Isolation Trees is set according to
the sub sampling size ψ, that is l = ceil(log2 ψ). This value is approximately the average
height of a binary tree [3]. After that for each Isolation Tree a sub sampled dataset X ′ is
populated by randomly picking instances from X without replacement, an Isolation Tree is
built using this dataset and added to the set of trees built so far.

1.1.3 Anomaly Score and Path Length

After an Isolation Tree is built on a sub-sampled dataset, it is possible to measure the
outlierness of an instance x and therefore it’s anomaly score. As said before, in an Isolation
Tree anomalies tend to be closer to the root of the tree in contrast to the inliers which end
up at the deeper parts of the tree. This is depicted in figure 1.1 where the red path on the
tree leads to the red leaf node, whereas the blue line goes to the deepest leaf node. The
red leaf node is shorter than other paths on the tree. Therefore it has the highest anomaly
score.
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1 ANOMALY DETECTION METHODS

Figure 1.1: Representation of an Isolation Tree in an Isolation Forest

In order to evaluate anomaly score of an instance x we need to define Path Length h(x) as
the number of edges that x traverses from the root of the tree until it reaches an external
node.

Defining the anomaly score of an instance based on it’s path length h(x) is difficult. Because
even though that the maximum height of a tree increases in the order of n, it’s average height
grows in the order of log n. Therefore normalization of h(x) is either not bounded or it can
not be compared directly.

The structure of Isolation Trees are equivalent to Binary Search Trees. For this reason
the estimation of average path length h(x), is the same as the unsuccessful search in a
Binary Search Tree. Given a dataset with n instances, [4] defines the average path length
of unsuccessful search in a Binary Search Tree as follows:

c(n) =


2H(n− 1)− 2(n− 1)/n if n > 2,

1 if n = 2,

0 otherwise,

(1)

where H(i) is the harmonic number and is estimated as:

H(i) ≈ ln(i) + 0.5772156649. (2)

Because c(n) is the average path length of h(x), we could use it to normalize h(x). Therefore
the anomaly score of an instance x would be defined as follows:

s(x, n) = 2
−
E(h(x))

c(n) , (3)

where E(h(x)) is the average path length of x from an ensemble of trees. In this equation:

• If E(h(x))→ 0, then s→ 1. If instances have anomaly score close to 1, then they are
anomalies.
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Isolation Forest 1.1

• If E(h(x)) → n − 1, then s → 0. If instances have anomaly score close to zero, then
they are inliers.

In equation 3, h(x) is the path length of an instance x on a single Isolation Tree. This value
is calculated according to algorithm 3.

Algorithm 3: PathLength(x, T, e)
input : x - an instance, T - an iTree, e - current path length; to be initialized to

zero when first called
output: path length of x

1 if T is an external node then
2 return e+ c(T.size) {c(.) is defined in Equation 1}
3 end
4 a← T.splitAtt
5 if Xa < T.splitV alue then
6 return PathLength(x, T.Left, e+ 1)
7 else
8 return PathLength(x, T.Right, e+ 1)
9 end

Given an instance x and an Isolation Tree T , the PathLength function starts from the root
node of the tree and counts the number of edges e that the instance x traverses until it
reaches an external node. For external nodes with a size > 1 an adjustment value c(T.size)
is added to the number of edges traversed so far. This adjustment is the average path length
of an unsuccessful search in an unbuilt subtree that has exeeded the height limit of the tree.
By computing the path length h(x) for all of the Isolation Trees in a forest, it’s easy to
calculate the average path length E(h(x)) and by plugging it into equation 3 the anomaly
score of an instance x is calculated.

1.1.4 Complexity of the algorithm
The following table summarizes the time complexity and memory requirement of Isolation
Forest for training stage as well as evaluation.

Training Evaluation
Time Complexity O(t · ψ · log ψ) O(n · t · log ψ)

Memory Requirement O(t · ψ) -

Table 1.1: Overview of time complexity and memory requirement for Isolation Forest.
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1 ANOMALY DETECTION METHODS

1.1.5 Discussion
Isolation Forest has unique characteristics that motivated us to improve it further as it is
to be seen in the upcoming chapters.

• It has only two hyperparameters: number of trees in the ensemble t and the sub-
sampling size ψ.

• Since each Isolation Tree uses a sub-sampled dataset, the algorithm does not need
to see the entire data and therefore it is not required to load the entire dataset in
memory.

• Not relying on any distance or density measure saves the algorithm a major compu-
tational cost and hence faster than distance/density based techniques.

• It is able to handle large and high dimensional datasets.

• Run time complexity of Isolation Forest is linear and it also has a low memory re-
quirement.

• Like other Tree based machine learning algorithms there is no need to scale or nor-
malize the input data.

1.2 Local outlier factor (LOF)
Local outlier factor (LOF) [5] is another classical unsupervised method to detect anomalies
in a given dataset. Unlike Isolation Forest or other common methods in machine learning,
LOF does not separate the train and test stage. That is, given a dataset, LOF assigns
an anomaly score to each instance in a single run. In other words LOF assigns an outlier
factor to each point. The outlier factor is local in the sense that only the surrounding
neighborhood of each instance is considered for its calculation. This method shares some
fundamental concepts with density-based clustering methods like [6].

1.2.1 Basic concepts and definitions
In order to calculate the local outlier factor of objects in a dataset, understanding the
following concepts is necessary.

k-distance of an object p: For any positive integer k, the k-distance of an object p,
denoted as k-distance(p), is simply the distance of that point and its k-th nearest neighbor.
Formally, it is defined as the distance d(p, o) between p and an object o ∈ D such that:

1. for at least k objects o′ ∈ D \ {p} it holds that d(p, o′) ≤ d(p, o),

2. for at most k − 1 objects o′ ∈ D \ {p} it holds that d(p, o′) < d(p, o).

k-distance neighborhood of an object p: The k-distance neighborhood of a point p is
the set of all points in the dataset D, whose distances to the point p is less than or equal to
k-distance(p). Formally,

Nk-distance(p)(p) = {q ∈ D \ {p} | d(p, q) ≤ k-distance(p)}. (4)

8



Local outlier factor (LOF) 1.2

Such objects are called the k-nearest neighbors of the point p.

Reachability distance of an object p w.r.t. object o: For a positive integer k the
reachability distance of object p with respect to object o is defined as follows:

reach-distk(p, o) = max{k-distance(o), d(p, o)}. (5)

That is, if p lies within the k-distance neighborhood of o, the reachability distance of p from o
is the k-distance of o, otherwise it is simply the distance between them. For example in figure
1.2 for k = 3, reach-distk(p3, o) is the distance between o and p3 whereas reach-distk(p1, o)
is k-distance(o).

o

p1

p2

p3

Figure 1.2: Illustration of reachability distance for k = 3

Local reachability density of an object p: It is the inverse of the average reachability
distance based on the MinPts-nearest neighbors of p and is defined as follows:

lrdMinPts(p) =

( ∑
o ∈ NMinPts(p)

reach-distMinPts(p, o)

| NMinPts(p) |

)−1

. (6)

(Local) outlier factor of an object p: It is the average of the ratio of the local reachability
density of p and its MinPts-nearest neighbors and is defined as follows:

LOFMinPts(p) =

∑
o ∈ NMinPts(p)

lrdMinPts(o)

lrdMinPts(p)

| NMinPts(p) |
. (7)

In equation 7:

• when LOFMinPts(p) ≈ 1, then the point has a similar density as its neighbors;

• when LOFMinPts(p) < 1, then the point is an inlier;

• when LOFMinPts(p) > 1, then the point is an outlier.

9



1 ANOMALY DETECTION METHODS

1.2.2 Complexity of the algorithm
The LOF algorithm is a computationally intensive process. That is because it should com-
pute the LOF of every object in the dataset and for that there are a large number of k-nearest
neighbor queries required. That makes the time complexity of this algorithm O(n2). While
it is possible to employ indexing methods to achieve a better run time complexity than a
quadratic one, the effectiveness of such methods degrade with increasing dimensionality.

1.2.3 Discussion
An advantage of LOF is that due to its local approach it is able to detect anomalies in a
dataset that would not be identified as outlier elsewhere in the same dataset. For example
a single point near a dense cluster of points could be an outlier while another point in a
sparse cluster of points that has larger distances to it’s neighbors could be an inlier. This
is depicted in figure 1.3.

Figure 1.3: Illustration of the locality approach of LOF. The blue point can be considered
as inlier although it is farther from the sparser cluster compared to the distance of the red
point and its denser cluster.

A major drawback of LOF is that it’s results are hard to interpret. The values less than 1
clearly inliers. But it is hard to say from which value (or threshold) a point is considered to
be an outlier. For example a point with a value of 1.2 could be an outlier in some dataset
while another point in another dataset could have a value of 2 and still be an inlier.

1.3 Autoencoder
The previous methods mentioned in this chapter to detect anomalies are types of classical
machine learning algorithms 1. On the other hand, the use of Autoencoders as a special
type of neural networks is a modern technique to find anomalies. In recent years numerous
types of neural networks has been developed that have different applications. This section
begins with neural networks and how they are used to model non-linear patterns. After
that autoencoders are introduced and how they are used to detect anomalies.

1Classical in the sense that they are non-neural network algorithms.
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Autoencoder 1.3

1.3.1 Neural Networks

Neural networks are a class of machine learning algorithms that mimic the behavior of the
human nervous system. Neurons are special type of cells that can send or receive electrical
signals. These signals travel through synapses to reach other neurons. If the electrical
signals in a neuron exceed a certain threshold, this neuron would be activated and in turn
sends an electrical signal to its neighbors. Although this is just a rough idea of how neurons
in our nervous system work, it is sufficient for us to model artificial neural networks for the
purpose of machine learning.

An artificial neural network is a directed graph where nodes are connected to each other
with oriented edges. Like nervous system, a node in an artificial neural network receives
input values from its incoming edges, produces an output value if the sum of its input values
exceeds the threshold and passes this value to the next node via an edge. Each edge has
a corresponding weight that is multiplied to the output of its preceding node. Figure 1.4
illustrates the simplest form of a neural network called a perceptron.

≥ θ

x1

x2

x3

x4

z

w1

w2

w3

w4

Figure 1.4: Illustration of a perceptron

Given a d-dimensional input X = (x1, ..., xd) and a vector of weights W = (w1, ..., wd), the
output of a perceptron could be computed as follows:

z =W ·X =

d∑
i=1

wixi. (8)

This function is a linear activation function. In order to add non-linearity to the perceptron
it is common to apply a non-linear function Φ to the output of the perceptron and also
include a bias term θ:

z = Φ(W ·X + θ). (9)

Examples of activation functions are:
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1 ANOMALY DETECTION METHODS

Φ(Sigmoid function)(z) = (1 + e−z)−1,

Φ(ReLU)(z) = max{0, z},
Φ(Softplus)(z) = log(1 + ez).

Due to the nice conceptualization of a single neuron as a unit of computation, it is possible
to put multiple layers of neurons together to form a multilayer neural network. This type
of multilayer neural network is able to approximate any non-linear function. Therefore they
are also called universal function approximators [7]. Figure 1.5 shows a typical architecture
of a multilayer neural network with an input layer that corresponds to the shape of the
input, two hidden layers and an output layer.

x1

x2

x3

x4

x5

Input layer

Hidden layer

Output layer

z

Figure 1.5: A multilayer neural network

By feeding the input layer with an input X, the input values propagate through the network
and produce output values in output layer.

Let ẑ(X) be the output of a single perceptron and z be the correct value of the example.
The error of the perceptron for that example is computed as follows:

E(W ) = (z − ẑ(X)) = (z − Φ(W ·X)). (10)

As the weight vector W is the only variable in this equation, updating the weights of the
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Autoencoder 1.3

perceptron is the only way to account for this error. The new weight vector W is achieved
with gradient-decent1 as follows:

W ⇐W − η · ∂

∂W
E(W )2, (11)

where η is the learning rate and the partial derivative of the squared error to W is derived
as follows 2:

∂

∂W
E(W )2 = 2 · E(W ) · ∂

∂W
E(W )

= 2 · E(W ) · ∂

∂W
(z − Φ(W ·X))

= −2 ·X · E(W ) · Φ′
(W ·X).

(12)

The process of gradient-decent for the entire network is repeated until some stopping criteria
is reached, e.g. after a certain number of iterations.

1.3.2 Anomaly detection using Autoencoders

A special type of artificial neural networks is an autoencoder, which is trained to copy its
input to its output. This is done by first encoding the input to a lower dimensional space
representation (called a latent space), then decoding back the data from the latent space
to reconstruct the input. This means that autoencoder learns to compress the data while
minimizing the reconstruction error.

An autoencoder usually has a symmetric shape as figure 1.6 represents. One can split the
network around the middle layer into two sides. The left side is an encoder and the right
side is a decoder.

1Other than gradient decent there are other optimization algorithms as well, e.g. Stochastic Gradient
Descent, Adam, etc.

2It is common to see that many optimize the squared error 1

2
E(W )2 so that the constant cancels out

the power of two after derivation. However, we have not done that according to equation 12 because the
resulting constant could be considered as part of the learning rate η in equation 11 and hence be ignored.

13



1 ANOMALY DETECTION METHODS

X1

X2

X3

X4

X5

X
′
1

X
′
2

X
′
3

X
′
4

X
′
5

Input layer Output layer

Hidden layer

Encoder Decoder

Figure 1.6: Illustration of an Autoencoder with three hidden layers

Among various applications of autoencoders like dimensionality reduction, feature extrac-
tion and image denoising, anomaly detection will be covered here. To perform anomaly
detection the network should be trained on the normal instances of a dataset. The trained
network has minimized its reconstruction error over the instances of the training dataset, i.e.
normal data points. When the network is fed with an anomalous data point it usually has
difficulties reconstructing the anomaly and therefore its reconstruction error will be high.
For this reason the reconstruction error of the autoencoder is considered to be the measure
of outlierness, i.e. anomaly score. Anomalies have a higher reconstruction error compared
to the normal points, therefore they have higher anomaly scores.

1.3.3 Discussion
A neat characteristic of neural networks is their ability to cope with high dimensional data
like images. This enables autoencoders to perform anomaly detection on such high dimen-
sional data as well, whereas the majority of classical algorithms are not able to do so without
a proper dimensionality reduction as a preprocessing step.

The downside of autoencoders, as a special type of neural networks, is that they are too
slow to optimize and they need a large amount of data to be trained. Another problem with
autoencoders is that they are sensitive to noise. Since anomalies are considered to be noises
among the majority of the normal instances, training an autoencoder with a dataset that
contains anomalies results in inaccuracies in the model. The reason is that autoencoder
tries to reconstruct the anomalies during the training phase so that their reconstruction
error would be minimized, which in turn assigns those points low anomaly scores.
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2
Extending Isolation Forest to support categorical data

Chapter 1 introduced Isolation Forest as a method for anomaly detection. Like many other
unsupervised anomaly detection methods, Isolation Forest is natively only compatible with
numerical data. This leads the categorical features often be ignored in practice. Although
it is possible to solve this issue by converting the categorical features into numerical ones
using one-hot encoding, this has its drawbacks as well. Converting the categorical features
using one-hot encoding often results in large vectors. Therefore during training and at each
split, it is more likely that those one-hot encoded features be picked up in comparison to
the numerical features. In other words, one-hot encoding puts more emphasis on converted
categorical features than the original numerical ones.

Section 2.1 introduces an existing approach proposed by [8] to handle categorical data. After
that in section 2.2 we generalize this approach and present our method. Later in chapter 4
we show that our generalization improves the algorithm.

2.1 Categorical data using a subset of length 1

As we saw earlier in chapter 1, an Isolation Tree picks a random split value at each split
during the training stage (Algorithm 1). The assumption is that the attributes are all
numerical. Authors of [8] propose a simple extension to this algorithm so that at each split
the nature of the selected feature is determined. If it is a numerical feature the process is
the same as before. Otherwise if the feature is categorical, an element is randomly picked
from the set of possible values. The instances which are equal to the split value build the
left subtree and the rest build the right subtree. Algorithm 4 presents this version.

15



2 EXTENDING ISOLATION FOREST TO SUPPORT CATEGORICAL DATA

Algorithm 4: iTree(X, e, l)
input : X - input data, e - current tree height, l - height limit
output: an iTree

1 if e ≥ l or |X| ≤ 1 then
2 return exNode{Size← |X|}
3 else
4 let Q be a list of attributes in X
5 randomly select an attribute q ∈ Q
6 if q is categorical then
7 randomly select a split value p in the domain of Q
8 Xl ← filter(X, q = p)
9 Xr ← filter(X, q ̸= p)

10 else
11 randomly select a split point p from max and min values of attribute q in X
12 Xl ← filter(X, q < p)
13 Xr ← filter(X, q ≥ p)
14 end
15 return inNode{Left← iT ree(Xl, e+ 1, l), Right←

iT ree(Xr, e+ 1, l), SplittAtt← q, SplitV alue← p}
16 end

Because this algorithm randomly picks only one element from the set of possible values, we
refer to this approach for Isolation Forest on categorical data as subset of length 1 1.

2.2 Categorical data using a random subset

Our approach to handle categorical data is a generalization to the previous one with the
difference that instead of picking a single element (or a subset of length 1) from the set of
possible values of the categorical feature, a random subset p is chosen. The instances whose
feature q has a value that is a member of set p go to the left subtree and the rest go to the
right subtree. The only restriction for p is that the empty set and the original set itself are
excluded 2. This is depicted in algorithm 5.

1Note that a subset of length of 1 is equivalent to a single element.
2The reason is that theses two sets do not perform any split so that all the instances end up in one

subtree.
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Algorithm 5: iTree(X, e, l)
input : X - input data, e - current tree height, l - height limit
output: an iTree

1 if e ≥ l or |X| ≤ 1 then
2 return exNode{Size← |X|}
3 else
4 let Q be a list of attributes in X
5 randomly select an attribute q ∈ Q
6 if q is categorical then
7 S ← Set of possible values of attribute q
8 randomly select a subset p ⊂ S so that p ̸= ∅
9 Xl ← filter(X, q ∈ p)

10 Xr ← filter(X, q /∈ p)
11 else
12 randomly select a split point p from max and min values of attribute q in X
13 Xl ← filter(X, q < p)
14 Xr ← filter(X, q ≥ p)
15 end
16 return inNode{Left← iT ree(Xl, e+ 1, l), Right←

iT ree(Xr, e+ 1, l), SplittAtt← q, SplitV alue← p}
17 end

As before, we refer to this new approach for Isolation Forest on categorical data as random
subset.

2.3 Discussion
Compared to Isolation Forest for categorical data using a subset of length 1 our variation
has the advantage that it makes more comparisons at each node. Being able to do more
comparisons at each node reduces the overall number of nodes required in an Isolation Tree,
which results in compactor and hence, smaller trees. Smaller trees are always preferable
to larger ones since they take up less space and are faster to build. Isolation Forest for
categorical data using a subset of length 1 is equivalent to the scenario where one converts
the categorical data with one-hot encoding into numerical ones and weights the features.
This overcomes only the problem where categorical features are more likely to be picked up
compared to the original ones. Therefore this method does nothing more than encapsulate
the pre-processing step so that the user of the algorithm does not have to encode the
categorical features. In chapter 4 we thoroughly examine these two variations using a
synthetic dataset.
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3
Extending Isolation Forest to support text data

In chapter 2 we explained our way of extending the Isolation Forest to support categorical
data. In this chapter we use the same concept to extend the Isolation Forest even further
to support textual data. To the best of our knowledge it is the first solution being proposed
to detect anomalies in text data using Isolation Forest. First it is required to define some
terms from the field of natural language processing (NLP) that are used throughout this
chapter.

Stop words: Stop words are any words that occur so frequently in a text such that they
have no significant semantic relation to the context in which they exist [9]. Therefore these
words will be removed from the text before the processing of natural language. Examples
are to, and, the, etc.

n_gram: A successive collection of items in a text document is called an n_gram. An item
could be a letter or a word. Possible word n_grams from the sentence ”The train was late.”
are as follows:

• 1_gram: the, train, was, late

• 2_gram: the train, train was, was late

• 3_gram: the train was, train was late

• 4_gram: the train was late
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Algorithm 6: iTree(X, e, l, τ , **t)
input : X - input data, e - current tree height, l - height limit, τ - Jaccard

similarity threshold of two sets, **t - A dictionary of parameters to
extract n_grams

output: an iTree
1 if e ≥ l or |X| ≤ 1 then
2 return exNode{Size← |X|}
3 else
4 let Q be a list of attributes in X
5 randomly select an attribute q ∈ Q
6 if q is textual then
7 S ← extract n_grams from the entire corpus according to the parameters

in **t
8 randomly select a subset p ⊂ S so that p ̸= ∅
9 Xl ← filter(X, J(qn_grams, p) ≥ τ)

10 Xr ← filter(X, J(qn_grams, p) < τ)

11 else if q is categorical then
12 // same as before
13 else if q is numerical then
14 // same as before
15 end
16 return inNode{Left← iT ree(Xl, e+ 1, l), Right←

iT ree(Xr, e+ 1, l), SplittAtt← q, SplitV alue← p}
17 end

As algorithm 6 describes, when training an Isolation Tree at each split the type of the
attribute q is determined. If it is textual a set S of possible n_grams from the entire q is
extracted according to the parameters in **t. These parameters are as follows:

• splitter: A regular expression determining the boundaries of a token. In other words
everything that does not belong to the token is described by this regular expression.

• n_gram_range: A range of possible n_grams. For example the range (1, 3) allows
1-grams, 2-grams and 3-grams in the resulting set.

• max_df : Tokens with a higher frequency in the corpus than this given threshold are
ignored.

• min_df : Tokens with a lower frequency in the corpus than this given threshold are
ignored.

• max_features: If specified, considers only the first max_features top tokens accord-
ing to their frequency in the entire corpus.

• lowercase: A boolean indicating whether to convert all characters to lowercase before
tokenization.

• stop_words: A list of tokens that are not allowed in the final set of tokens.

In the next step a random subset of possible n_grams as the split value p is picked. The
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empty set and S itself are excluded. The instances of the dataset are then divided into left
and right subtrees according to their jaccard similarity of their set of n_grams to p:

J(A,B) =
|A ∩B|
|A ∪B|

. (13)

The n_grams of each instance of the dataset should be extracted the same way that n_grams
are extracted from the entire corpus. For example if a special character like ”&” is considered
to be a stop word, then it should be excluded from qn_grams as well as S.

3.1 Discussion
We believe that there is no anomaly detection algorithm that can handle text directly
without any pre-processing on the data and converting it to a numerical representation.
Together with our extension of Isolation Forest to support categorical data one can use this
algorithm on mixed data. In practice there are lots of data containing textual attributes.
Since this algorithm does not capture the meaning of the underlying text, it’s generally
suitable for simple and semi-structured text data. One example is anomaly detection in
HTTP traffic where the training data contains semi-structured texts like url or user agent.

With respect to its novelty one could still improve this solution. For example by replacing
the jaccard similarity function in equation 13 with a metric that exploits the similarity of two
sets of n_grams based on the semantics of them. The restriction of the jaccard similarity in
this context is that it only measures the intersection of two sets of n_grams and does not
capture the meaning of those two sets. Finding such a function makes the algorithm able
to handle more complicated text data.
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4
Experimental results

Chapter 1 introduced Isolation Forest, Autoencoder and LOF as three anomaly detection
algorithms. In chapter 2 we saw two extensions for Isolation Forest to support categorical
data, i.e. subset of length 1 and random subset. In section 4.1 of this chapter the performance
of these methods are compared with each other on 13 public datasets in terms of the area
under the ROC curve. Later in section 4.2 we compare the two variations of Isolation Forest
for categorical data, that is subset of length 1 and random subset on a synthetic dataset.

4.1 Public datasets

The public datasets in this section are commonly used for anomaly detection and bench-
marking of the algorithms and are available from the UCI machine learning repository [10].
Table 4.1 describes these datasets. Note that the majority of the datasets with the exception
of ”Chess”, ”Car” and ”Mushroom” contain both categorical and numerical attributes.
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Datasets Samples Attributes Outliers DescriptionNum. Cat.
Cover Type 286.048 10 2 0.9% Class 4 (anomalies) vs. class 2

German Credits 1.000 7 13 20% Class bad (anomalies) vs. good

Chess 4.580 0 6 0.5% Class zero (anomalies) vs. class
fourteen

Car 1.275 0 6 5% Class v-good (anomalies) vs.
class unacc

Arrhythmia 420 205 73 13% Classes 3, 4, 5, 7, 8, 9, 14, 15
(anomalies) vs. rest

Credit 653 6 9 45% Class positive (anomalies) vs.
rest

Adult 48.842 6 8 24% Income > 50K (anomalies) vs.
rest

Mammography 830 3 2 48% Class malignant (anomalies) vs.
benign

Lymphography 148 3 15 4% Classes 1, 4 (anomalies) vs. rest

KDD_10% 494.021 33 7 80% Class normal (inliers) vs. rest
(anomalies)

KDD_SMTP 96.554 29 6 1% Class normal (inliers) vs. rest
(anomalies)

KDD_HTTP 623.091 28 5 0.6% Class normal (inliers) vs. rest
(anomalies)

Mushroom 5.644 0 22 38% Class poisonous (anomalies) vs.
edible

Table 4.1: Descriptions of public datasets

First, we want to evaluate the performance of anomaly detection methods on these datasets
using only numerical attributes. Then we include the categorical attributes and perform a
second experiment on these datasets. The performance of each method on each dataset is
measured by the area under the ROC curve (ROC AUC). We compare the overall perfor-
mance of anomaly detection methods over the entire datasets according to the average of
their ROC AUCs and study the effect of including categorical attributes on the performance
of the anomaly detection methods.

In order to measure the performance of each algorithm on a single dataset, we run it 10
times with different initial states 1 and report the average of ROC AUCs. It is not the
case for LOF because this algorithm neither has any internal states nor any steps which
requires randomness. We remove instances with missing values in any of their attributes
from the datasets and also discard the attributes that have more than 10% missing values as
suggested by the authors of [11]. Furthermore, the numerical attributes are all normalized
in the range of [0, 1]. For Autoencoder and LOF we have converted categorical features

1An initial state defines the internal state of a model before the training is started. An example is the
random assignment of initial weights and biases of neurons in a neural network. In addition, the random
sub-sampling of training instances in Isolation Forest is also dependent on the initial state.
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using one-hot encoding into their numerical representations since they don’t support them.
The algorithms are trained on normal instances and tested against the entire dataset. The
choice of parameters for the algorithms are as follows:

• Isolation Forest: The number of estimators is set to 100 and the number of samples
per tree is set to 256 as suggested by its authors [1].

• Autoencoder: Authors of [12] suggest the following values:

– Hidden layers: Four hidden layers, where the layers have 64, 32, 32, and 64
neurons respectively from left to right. However the shape of the hidden layers
depend on the number of attributes of the given dataset. For instance if a dataset
has 30 attributes we design the structure of hidden layers as follows: 30, 15, 15,
30.

– Activation function for hidden layers: ReLu,

– Activation function for the output layers: Sigmoid.

• LOF: As suggested by [12] the number of neighbors is set to 20 and the distance
function is euclidean.

Table 4.2 summarizes the results of running anomaly detection methods on public datasets,
excluding the categorical attributes. The best result for each dataset is written in bold.

Dataset Isolation Forest Autoencoder LOF
Cover Type 0.8641±0.049 0.9601±0.0074 0.9931

German Credit 0.5623±0.0059 0.5632±0.0028 0.6079
Chess NA NA NA
Car NA NA NA

Arrhythmia 0.8306±0.018 0.8227±0.000005 0.8176
Credit 0.8790±0.0073 0.7827±0.0017 0.7727
Adult 0.6615±0.0069 0.6199±0.014 0.6503

Mammography 0.7602±0.010 0.7039±0.018 0.7905
Lymphography 0.8665±0.013 0.8680±0.0064 0.8257

KDD_10% 0.9650±0.023 0.9956±0.0000015 0.8155
KDD_SMTP 0.9988±0.00024 0.9987±2.4e-06 0.9924
KDD_HTTP 0.9964±0.0025 0.9999±8e-17 0.9953

Mushroom NA NA NA
Average AUC: 0.8384 0.8315 0.8261

Table 4.2: ROC AUC of different algorithms on public datasets using only numerical at-
tributes

Note that the results for ”Chess”, ”Car” and ”Mushroom” datasets are not available (NA)
since they don’t contain any numerical attributes. The last row of the table provides the
average of ROC AUCs for each algorithm over the entire datasets ignoring the ones with
NA as a result. In terms of the average of ROC AUCs, Isolation Forest and Autoencoder
perform almost the same, and they are both better than LOF. With regard to the number
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of best results for each algorithm, Isolation Forest has the best performance on four datasets
whereas Autoencoder and LOF have the best results on 3 three datasets each.

In the second round of experiments we included the categorical features and ran the algo-
rithms on the public datasets. Table 4.3 shows the results. In figure 4.1 the two experiments
on public datasets are compared with each other with regard to the average of their ROC
AUCs over the entires datasets. Based on the average of ROC AUCs Isolation Forest with
a random subset performs best overall. Also, in terms of the number of best results for each
method, our variation of Isolation Forest is the best choice of algorithms for five datasets,
whereas LOF, Autoencoder, and Isolation Forest with a subset of length 1 are the best
choices of algorithms for four, three and one datasets respectively. As figure 4.1 shows, in-
cluding categorical features improves the performance of Autoencoder and the two variations
of Isolation Forest. Table 4.4 shows the results of Autoencoder and LOF on public datasets
side by side excluding and including categorical features. When categorical features are
included, the performance of Autoencoder increases for five out of ten datasets containing
mixed data, for three datasets it decreases, and for the rest two datasets, the performance
doesn’t change. Also, the average ROC AUC increases 2.7%. In the case of LOF we see
a performance increase only in three datasets and the average ROC AUC decreases 11%.
The effect of including the categorical attributes for both variations of Isolation Forest is
shown in table 4.5. From seven out of ten datasets we see an improvement of the ROC
AUC when the categorical attributes are involved for Isolation Forest with random subset
and the average of ROC AUC increases 3.1%. While for five out of ten datasets we see
an improvement for Isolation Forest with a subset of length 1 and even though the average
ROC AUC increases 1.8%, our method benefits more from categorical attributes on seven
dataset.

Dataset Isolation Forest Autoencoder LOFRandom subset Subset of length 1
Cover Type 0.9785±0.014 0.9106±0.026 0.9754±1.7e-07 0.9863

German Credit 0.6216±0.0098 0.6142±0.010 0.6142±8.2-05 0.6076
Chess 0.9889±0.0089 0.8988±0.028 0.9944±1.1-16 0.9948
Car 0.9947±0.0038 0.9960±0.0036 0.9999±7.6e-06 0.5

Arrhythmia 0.8318±0.011 0.8244±0.011 0.7910±3.8e-05 0.7751
Credit 0.8658±0.0059 0.8737±0.011 0.8006±0.00017 0.7670
Adult 0.6141±0.015 0.5958±0.017 0.6107±6.2e-06 0.4967

Mammography 0.8131±0.0095 0.8038±0.014 0.8119±0.00045 0.5744
Lymphography 0.9980±0.0019 0.9821±0.0073 0.9976±0 1.0

KDD_10% 0.9830±0.010 0.9776±0.014 0.9921±2.7e-08 0.9624
KDD_SMTP 0.9989±0.00027 0.9981±0.00029 0.9987±7.9e-08 0.9936
KDD_HTTP 0.9939±0.0069 0.9905±0.011 0.9999±7.8e-17 0.9891

Mushroom 0.9957±0.0012 0.9735±0.0047 0.8658±5.1e-05 0.9999
Average AUC: 0.8983 0.8800 0.8809 0.8189

Table 4.3: ROC AUC of different algorithms on public datasets using numerical and cate-
gorical attributes
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Figure 4.1: Comparisons of average ROC AUCs over the entire public datasets excluding
and including the categorical features.

Autoencoder LOF
Dataset Numerical Data Mixed Data Numerical Data Mixed Data

Cover Type 0.9601±0.0074 0.9754±1.7e-07 0.9931 0.9863
German Credit 0.5632±0.0028 0.6142±8.2-05 0.6079 0.6076

Arrhythmia 0.8227±0.000005 0.7910±3.8e-05 0.8176 0.7751
Credit 0.7827±0.0017 0.8006±0.00017 0.7727 0.7670
Adult 0.6199±0.014 0.6107±6.2e-06 0.6503 0.4967

Mammography 0.7039±0.018 0.8119±0.00045 0.7905 0.5744
Lymphography 0.8680±0.0064 0.9976±0 0.8257 1.0

KDD10 0.9956±0.0000015 0.9921±2.7e-08 0.8155 0.9624
KDD_SMTP 0.9987±2.4e-06 0.9987±7.9e-08 0.9924 0.9936
KDD_HTTP 0.9999±8e-17 0.9999±7.8e-17 0.9953 0.9891
Average AUC 0.8315 0.8592 0.8261 0.7152

Table 4.4: Comparison of performance of Autoencoder and LOF with and without categor-
ical attributes
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Isolation Forest on
numerical data Isolation Forest on mixed data

Dataset - Random subset Subset of length 1
Cover Type 0.8641±0.049 0.9785±0.014 0.9106±0.026

German Credit 0.5623±0.0059 0.6216±0.0098 0.6142±0.010
Arrhythmia 0.8306±0.018 0.8318±0.011 0.8244±0.011

Credit 0.8790±0.0073 0.8658±0.0059 0.8737±0.011
Adult 0.6615±0.0069 0.6141±0.015 0.5958±0.017

Mammography 0.7602±0.010 0.8131±0.0095 0.8038±0.014
Lymphography 0.8665±0.013 0.9980±0.0019 0.9821±0.0073

KDD10 0.9650±0.023 0.9830±0.010 0.9776±0.014
KDD_SMTP 0.9988±0.00024 0.9989±0.00027 0.9981±0.00029
KDD_HTTP 0.9964±0.0025 0.9939±0.0069 0.9905±0.011
Average AUC: 0.8384 0.8698 0.8570

Table 4.5: Comparision of Isolation Forest on numerical data and mixed data
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4.2 Synthetic dataset

Last section empirically showed that Isolation Forest surpasses an state of the art algorithm
like Autoencoder both in terms of ROC AUC and the absolute number of best results on
13 real world datasets. In this section, we are going to focus only on the two variations of
Isolation Forest, namely random subset and subset of length 1, and emphasize the strength
of our algorithm compared to subset of length 1 using a synthetic dataset which has only
categorical attributes. Our artificial dataset consists of 9000 normal samples and 1000
anomalies and has 10 attributes. Table 4.6 illustrates an examples of our synthetic dataset.

Id Feature 1 Feature 2 Feature 3 Feature 4 Class
1 A S R O 0
2 E K U A 0
3 F B V C 0
4 R I N B 0
5 Q D J A 0
6 I F J H 0
7 A A I M 0
8 B R C T 0
9 Y X Z X 1
10 X X Y Z 1
11 Z Z Y Y 1
12 X Z Y Y 1

Table 4.6: An example of the synthetic dataset

In this dataset anomalies are those points whose features have values that are not present
among the normal data points. For example, the last four instances in the above table are
anomalies because their features have X, Y and Z as values that are not present among
the normal instances. There are 15 possible values for each feature of the inliers. For
both variations of Isolation Forest, that is random subset and subset of length 1, we use an
ensemble of 100 trees and 256 samples per tree. We use training datasets with different
proportions of anomalies in them ranging from 0% to 10% in the whole training dataset.
Finally we test the algorithm on the entire dataset. Figure 4.2 shows the performance of the
two algorithms on the synthetic dataset when they are trained on datasets with different
proportions of anomalies.
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Figure 4.2: Comparison of two variations of Isolation Forest when trained on the synthetic
dataset with different proportions of anomalies.

The reason that Isolation Forest with a subset of length 1 performs so poorly on the synthetic
dataset is explainable via the shape of the Isolation Trees. As we discussed in chapter 2,
Isolation Forest with a subset of length 1 splits the dataset by comparing the the values of
feature q with a single value p. During the training stage, the majority of the samples do not
fulfill the test criteria and therefore end up in the right child node. This situation occurs at
each internal node resulting in an Isolation Tree that is unbalanced towards the right (figure
4.3(a)). The tree grows up until it reaches its depth limit leaving the majority of the dataset
in a leaf node. When we use this tree for testing, the anomalies end up almost always in
the right child nodes since their features have values that are not equal to any of the split
values of the internal nodes. For this reason, anomalies traverse the unbalanced tree until
the deepest leaf node, where the path length is the highest, and hence the anomaly score is
the lowest. On the other hand, at each internal node, there are normal instances that fulfill
the test criteria and go to a left subtree. Since the left subtrees did not have enough samples
in them, the tree is not grown there, and therefore the path length of these samples is pretty
short. Because of that, many of the normal instances will be misclassified as anomalies. On
the contrary, Isolation Forest with random subset is not prone to this situation because at
each internal node the split value is not restricted to a single element, but rather it is a set
of elements. As a result more elements can satisfy the test condition and the tree will be
more balanced (figure 4.3(b)).
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Figure 4.3: A schematic comparison of a single Isolation Tree trained on our synthetic
dataset using Isolation Forest with subset of length 1 (left) and random subset (right).

4.3 Discussion
In section 4.1 we conducted two rounds of experiments on public datasets. In the first
experiment, we used only the numerical features, and in the second one, we included the
categorical features. The first experiment showed that the performance of Isolation Forest
is as good as a deep learning method, namely Autoencoder, and even slightly better. The
second set of experiments has two implications. The first one is that the Isolation Forest
with a random subset outperforms all of the other algorithms. The second implication is that
our variation of Isolation Forest benefits the most when categorical features are included.
In other words, Isolation Forest with a random subset is the best choice of algorithms on
mixed datasets.

In section 4.2 we focused on the two variations of Isolation Forest using a synthetic dataset
containing only categorical features. With this dataset we highlighted the weakness of
Isolation Forest with a subset of length 1 where it is outperformed by Isolation Forest with
a random subset.

These results confirm the improvement of our Isolation Forest over the one proposed by [8].
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Web Application Firewall

A Web Application Firewall (WAF) is responsible to detect and block harmful requests in
HTTP-traffic. A WAF works as a reverse proxy and before the incoming requests reach
their destination they are scanned by the WAF. Typically the WAF has a set of pre-defined
rules which define the harmful requests. A request will be blocked if it matches one of the
rules defined in the WAF. These rules are created by humans, and therefore there is no
guarantee that they cover all of the possible malicious requests and attacks. In order to
find new unusual activities that were not modeled before one can use machine learning.
This chapter shows how we used Isolation Forest in practice to tackle this problem at the
company Continentale Krankenversicherung a.G.

5.1 WAF Dataset & experimental setups

The training dataset that we use for this purpose contains the requests from the beginning
of November 2020 until the end of April 2021 and is 420 gigabytes in size. There are 18
attributes as the table 5.1 shows. The last feature in the table, namely Hour, is derived
from the time stamp and was not originally contained in the dataset. For training we do
not use the Time and the response features, which are in italics. Response features contain
the decision of WAF and therefore should not be used. Note that other than Hour other
features are either categorical or textual. Using methods that can only handle numerical
data adds a lot of unnecessary pre-processing efforts. For this reason, we use our variation
of Isolation Forest since it can handle categorical and textual features inherently. Another
reason to use Isolation Forest is because of its sub-sampling property. Clearly it is not
feasible to load 420 GB of data into memory at once. Therefore we sampled this dataset by
randomly picking instances without replacement and created a new dataset. The resulting
dataset is only about 400 megabytes in size and has nearly 100000 instances and therefore
can fit into memory easily.
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Feature name Type Example value
Time DateTime 2020-11-01 14:34:12

context.reverseProxyName Categorical RP_Strict
context.tunnelName Categorical Prod-Continentale

port Categorical 443
request.ipSrc String 45.43.184.11

request.method Categorical Post
request.path Text /html/js/barebone.jsp

request.protocol Categorical HTTP/1.1
request.query Text ?browserId=other&languageId=de_D

response.backendResponseTime Numeric 46322.0
response.totalResponseTime Numeric 137795.0

response.size Numeric 17098.0
response.statusCode Categorical 404

security.cipher Categorical ECDHE-RSA-AES128-GCM-SHA256
security.protocol Categorical TLSv1.2

referer.path Text https://www.continentale.de/
referer.query Text /persoenliche-beratung?vepId=93514
user-agent Text Java/14.0.2

Hour∗ Numeric 14

Table 5.1: An overview of the attributes of the Web Application Firewall

For training we use an Isolation Forest with an ensemble of size 100 and a sub-sampling size
of 256. The features we used for training are Hour (Numeric), request.method (categorical)
and five string features, namely request.path, request.query, referer.path, referer.query, and
user-agent. The parameters for each string feature are shown in the table 5.2.

String features parameters
String feature splitter(RegEx) n_gram_range max_df min_df max_features lowercase
request.path / (1, 2) 0.65 0 200 False
request.query ?=& (1, 2) 0.65 0 200 False
referer.path / (1, 2) 0.65 0 200 False
referer.query ?=& (1, 2) 0.65 0 200 False
user-agent &=?/(;:.)\]\[\d\s (1, 2) 0.65 0 200 True

Table 5.2: Parameters for each string feature

Note that the splitter is specific to each string feature. For example, in the path part of a
URL a forward slash (/) separates two tokens from each other and acts as a word boundary,
whereas in the query part of the URL, separators are ”&”, ”=” and ”?”, and hence splitter
in our case.

We build models on different tunnels (context.tunnelName) using only its normal instances
and test the model on the entire instances of that tunnel. Tunnel is another name for the
application.
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5.2 Experiments
Table 5.3 shows the performance results of each model trained and tested on different tun-
nels. For each tunnel the ROC AUC together with the performance metrics of the model
with the optimal threshold are reported. Since Isolation Forest assigns an anomaly score
to each instance that ranges from 0 to 1, we have to choose a threshold value so that the
higher scores become anomalies and lower ones become inliers. To do so, we consider all
of the distinct assigned anomaly scores returned by the algorithm. We iterate this list and
each time set the threshold to one of the values and calculate the true positive rate and the
false positive rate. True positive rate is defined as:

TPR =
TP

TP + FN
, (14)

and the false positive rate is:

FPR =
FP

FP + TN
. (15)

We then define the optimal threshold as the one that maximizes the difference between the
true positive rate and the false positive rate. Formally,

optimal_threshold = thresholds(argmax(TPR− FPR)). (16)

The last row of the table 5.3 shows the average of different performance metrics over the
entire models. Since anomalies, i.e. the positive class are rare, good metrics to evaluate
the performance of our models are precision, recall, and their harmonic mean F1 Score [13].
Together with accuracy theses four metrics are defined as follows:

Accuracy =
TP + TN

TP + FP + TN + FN
, (17)

Precision =
TP

TP + FP
, (18)

Recall =
TP

TP + FN
, (19)

F1 Score =
2× Precision×Recall
Precision+Recall

. (20)

An average recall of 0.88 means that the models can detect the harmful requests to a great
extent. Such requests are the ones that the WAF can also identify. However, we would like
to know whether there are other types of requests that the WAF has overlooked. For this
reason, we expect our models to produce false positives and therefore have low precision.
These models are considered to be pessimistic and are not suitable to replace a WAF because
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of their low precision which could block lots of harmless requests. In order to discover new
types of anomalies that WAF has missed, we analyze the anomalies predicted by the Isolation
Forest in an offline manner. The procedure of manually finding suspicious requests is quite
exhaustive because of the large number of false positives and therefore needs automation
which is out of the scope of this work.

We may now point out to the reader, what causes the difference between the results of WAF
and Isolation Forest:

• Missing features: Two important features, namely post payload data and cookies are
not available in the training dataset that we used, which could result in false negatives
in the model’s predictions. As a result many relative attacks like cookie poisoning [14]
can not be detected with a model trained on this dataset.

• Domain knowledge: Certain users and IP addresses are already known to the WAF
and are not considered as harmful regardless of their activity. An example is the
monitoring system of the company, which simulates the behavior of a normal user.
The monitoring system usually fails to simulate a rational user and its actions leads
to lots of unusual but not harmful requests, which produce many false positives in the
model’s predictions.

• Interpretation: It is important to make a clear distinction between malicious and
unusual requests. Although unusual or rare requests are anomalies, they are not
necessarily harmful and do not need to be blocked. For example, an old browser sets
the user-agent to a value that is not common, and therefore its requests would be
identified as anomalies by the model.

Nevertheless, we have analyzed the models of the tunnels ”Prod-Email-Continentale” and
”Prod-Mannheimer” with 0.41 and 0.32 precision, respectively. We found some suspicious
requests that were not detected by the WAF. As table 5.4 shows, for the first six requests the
user-agents ”OpenVAS” and ”cyberscan.io” are suspicious and therefore should be blocked
since these two programs are used to perform penetration testing. Normal though the
last request seems, its request.query is suspicious. In WordPress 1 an attacker can find the
username by appending a query like ”/?query=1” to their request, and the username is then
revealed in the response to that query 2. Furthermore, we also checked the IP addresses of
these requests, and they are coming from China, which adds another reason to our suspicion
about them.

1https://wordpress.org/
2https://www.wp-tweaks.com/hackers-can-find-your-wordpress-username
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Challenges and future works 5.3

5.3 Challenges and future works
The recall of the Isolation Forest on the WAF dataset indicates that it can detect harmful
requests to a great extent. We even have managed to find suspicious requests during our
manual analysis that WAF has missed. As we said at the beginning of this work, the
motivation behind extending the Isolation Forest to support non-numerical features was the
existence of numerous categorical and textual features in the WAF dataset. However, the
work of anomaly detection in HTTP traffic does not stop here and further work is required.
In our case:

• We need a better data acquisition process so that the features like ”cookies” and
”post payload data” are included in the training dataset while maintaining information
security and privacy.

• More domain knowledge should be accessible to the model. For example, the requests
of the ”monitoring system” should be removed from the dataset.

• Employing feature engineering techniques like the Wrapper method [15] helps to find
the combination of features that result in the best performance.

Finally, an interesting question left unanswered is, whether the models trained on a specific
tunnel could be used for prediction on the data of another tunnel. In other words, could we
train a model once and use it generally for every scenario which involves detecting suspicious
requests in HTTP traffic?
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Anomaly detection is the process of finding rare and unusual data points that deviate from
the rest of the data so that they often raise suspicion. Despite their rareness, anomalies
are present in nearly every dataset and as such finding them is an important topic in
machine learning. Detecting unusual activities in computer network traffic, finding rare
diseases in medical records of patients and determining fraud in trading activities or financial
transactions are examples of anomaly detection. The focus of this work is primarily on
Isolation Forest, how we have extended it to support non-numerical features, and how we
used this algorithm in practice at the Continentale Krankenversicherung a.G.

Chapter 1 was a survey on three common anomaly detection algorithms, namely Isolation
Forest, Local Outlier Factor (LOF) and Autoencoder:

• An Isolation Forest is a collection of binary trees referred to as Isolation Trees. For
each split in an Isolation Tree both the feature and its split value are chosen randomly.
In each Isolation Tree, the data points that get isolated with fewer splits are more
anomalous than the others.

• LOF is a proximity-based algorithm where the outlierness of a data point is measured
by its local deviation from its neighbors.

• An Autoencoder is a special type of neural network with a symmetric shape that
consists of two components: An encoder and a decoder. The Autoencoder is trained
to copy the input to the output layer by first encoding the input data to a lower
dimensional space and decoding it back to reconstruct the input. For the purpose of
anomaly detection, the loss function measures how much a point deviates from the
normal data.

Like many other anomaly detection methods, these three algorithms support intrinsically
only numerical attributes.

In chapter 2 we looked at solutions to generalize Isolation Forest so that it can support
categorical features. The first solution was proposed by [8]. Their idea is, if the split
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encounters a categorical feature, an element is randomly chosen from the possible set of
values of the selected feature as the split value. The instances whose corresponding feature
has the exact same value go to the left branch of the tree and the rest go to the right branch.
Since the split value is a single element we refer to this approach as Isolation Forest with a
subset of length 1. The second solution is our idea that generalizes the other approach. At
each split, if the selected feature is categorical a random subset is chosen as the split value
instead of a single element. Because in this approach the split value is a set the split is done
by testing whether the corresponding feature of the instances has a value that belongs to
the split value. Similarly, we called our solution Isolation Forest with a random subset.

In chapter 3 we used our idea of handling categorical features to extend Isolation Forest
even further and support textual data. At each split if the selected feature is textual, a set
of n_grams from the entire corpus is extracted. Then as the split value, a random subset
of n_grams is chosen. An instance goes to the left subtree if the set of extracted n_grams
of its textual feature is similar enough to the split value. We use the jaccard distance to
measure the similarity between the two sets.

We compared the performance of our variation of Isolation Forest on 13 public datasets
with Autoencoder and LOF in Chapter 4. In the first round of experiments, we used only
the numerical features of those public datasets. Our observation was that in terms of ROC
AUC, Isolation Forest and Autoencoder perform almost the same and they are both better
than LOF. In the second round of experiments, we included the categorical features and
saw that Isolation Forest with a random subset outperforms other algorithms. Importantly,
Isolation Forest with a random subset benefits the most from the categorical features. Later
in the chapter, we used our synthetic dataset to highlight the difference and the strength of
our method over the Isolation Forest with a subset of length 1.

In chapter 5 we used our version of Isolation Forest that supports categorical and textual
features to detect malicious requests in HTTP traffic at the Continentale Krankenversiche-
ung a.G. A Web Application Firewall (WAF) monitors the incoming HTTP requests and
blocks them when they match one of its predefined rules. This is a perfect application for
our algorithm as the majority of the WAF’s features are either categorical or textual. Fur-
thermore, since Isolation Forest uses sub-sampling we did not need to use the entire training
data, therefore we sampled the WAF’s dataset. We aimed to analyze the predictions of the
Isolation Forest in an offline manner and define new rules for the WAF when we find new
types of malicious requests. The results of our experiments on the WAF dataset were models
with high recalls, meaning that the models could find the harmful requests that the WAF
detects to a great extent. The models had low precisions, which was a result of the false
positives as we expected. Although we detected new types of suspicious requests by our
manual analysis, we still need to automate this process. Further future works in this topic
are (a) a dataset with two important features that are currently missing, namely ”cookies”
and ”post payload data”, (b) making the domain knowledge of the WAF accessible to the
models, and (c) using feature engineering techniques to find the most useful features for
training. It is also necessary to distinguish harmful requests from uncommon but harmless
ones.
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The interesting properties of Isolation Forest make it open for improvements such as our
extensions to support categorical and textual features. Other improvements are for example:

• Interpretable Anomaly Detection with DIFFI: proposed by [16] to make pre-
dictions of Isolation Forest interpretable.

• IForestASD: Isolation Forest Algorithm for Stream Data Method: proposed
by [17] to detect anomalies in data streams where the concept drift occurs [18].

• Extended Isolation Forest: proposed by [19] to split data according to a randomly
chosen hyperplane that is not necessarily parallel to a single axis.

• Active anomaly detection: [20] proposes a technique to employ Isolation Forest
for active anomaly detection in which the human feedback is used to improve the
prediction of the algorithm.

We finish this work by proposing a new idea to tweak this algorithm further. It would be
interesting for us to know, whether it is possible to achieve better results with numerical
data if we handle them analog to categorical data. Our idea is that instead of picking a
random value between min and max at a numerical split, some non-overlapping intervals
be selected. The split is done by querying the membership of the numbers to one of these
intervals. The immediate benefit of this improvement would be Isolation Trees that carry
out more decisions in each internal node, which makes them more compact, as we saw in
section 4.2. This raises further questions such as:

• How many intervals are required?

• How can we generate random intervals from the continuous uniform distribution?

• Does it bring any advantage in terms of ROC AUC over an approach where we treat
the numerical features as categorical ones and apply the Isolation Forest for categorical
features with random subset on them?

To answer these questions, we need a dedicated work to perform extensive experiments on
public datasets containing numerical features, as we did in this work.
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